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Abstract

"Privacy protects us from abuses by those in power."
In The Eternal Value of Privacy, Bruce Schneier

This thesis investigates how to build hardware platforms that remain secure
and efficient in a post-quantum era and how to enable practical computation on
encrypted data. It emphasizes that "security and privacy are not a luxury, but
an absolute necessity". The thesis is structured around two complementary areas
within post-quantum cryptography: primitives for secure communication- Key
Encapsulation Mechanisms and Digital Signature Algorithms, and techniques for
privacy-preserving computation, focusing on Fully Homomorphic Encryption.

On the communication side, the thesis develops unified, compact architectures
for NIST-selected lattice-based schemes that jointly support key encapsulation and
digital signatures across various parameter settings. These architectures remain
adaptable in response to evolving standards and parameter sets. Additionally, it
proposes lightweight masking techniques for polynomial arithmetic that leverage
small-secret structures, thus retaining the benefits of compact multipliers while
ensuring side-channel protection.

On the computational side, the thesis introduces a cost-effective chiplet-based
accelerator design methodology that significantly narrows the performance gap
between homomorphic and plaintext computation. Building on the Hybrid
Homomorphic Encryption paradigm, the work presents end-to-end hardware
designs that integrate symmetric and homomorphic cryptography to minimize
client latency and communication overhead. It also demonstrates that the
resulting protocols are vulnerable to a single-fault differential attack that applies
to several emerging primitives.

Finally, the thesis proposes client-side techniques and SIMD-packing strategies
to further reduce homomorphic ciphertext communication and KeySwitch over-
heads in applications such as privacy-preserving machine learning and outsourced
matrix multiplication.

Collectively, these contributions connect efficient implementations, potential

attacks, and countermeasures, offering a comprehensive hardware-centric per-
spective on post-quantum communication and privacy-preserving computation.
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Introduction

Breu

This thesis began ve months before NIST announced the rst round of
schemes selected for post-quantum standardization in July 2022, and fou
years after the proposal of an approximate arithmetic-supporting Fully Ho-
momorphic Encryption scheme (CKKS). In hindsight, it was a fascinating
time to start a PhD, as new directions in public-key cryptography were
rapidly emerging- ranging from post-quantum secure communication prim-
itives (KEM and DSA) to post-quantum techniques for privacy-preserving
computation, such as FHE. Before exploring the challenges and technica
contributions, this chapter introduces the motivations behind these crypto-
graphic building blocks and explains why bridging our real world with the
cryptographic domain is essential for security and privacy.

In practice, this bridge is often implemented in hardware, where crypto-
graphic algorithms must meet strict constraints on latency, energy, and
cost, and where design choices directly shape the attack surface, especially
against side-channel and fault adversaries. Hardware, therefore, plays a
central role in both themes of this thesis: for PQC, it enables deployable
and agile KEM/DSA implementations under tight area and energy budgets

while addressing implementation-level threats; for encrypted computation, it

helps close the large performance gap of FHE by accelerating its dominan
arithmetic kernels and reducing end-to-end latency.
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Figure 1.1: TLS 1.3 ow, highlighting the public-key dominated handshake (authen-
tication and key establishment) followed by symmetrically encrypted
exchange [Res18].

Cryptography is the science of protecting data by transforming it into a
format that appears random, preventing unauthorized access. Over the past few
decades, the landscape of data security has undergone signi cant changes. We
have seen a major shift from storing and printing information in physical les to
digitizing all forms of data. With this digital transformation came automation
and large-scale connectivity, allowing the internet to support communication,
commerce, andcritical infrastructure .

This vast interconnectedness introduced new challenges, including the need
to protect sensitive data from unauthorized access, cyber threats, and potential
breaches. The growing complexity of digital systems demanded more sophisticated
methods of ensuring secure communication and data integrity. As a result,
advanced cryptographic techniques have been developed to meet the demands of
the modern world. Simultaneously, increasingly powerful adversaries and new
attack methods continually raise the standard for what is considered a secure
system. Thus, the need for secure cryptographic techniques remains a constant

In practice, security protocols utilize two complementary types of cryptogra-
phy, as illustrated in Figure 1.1. Symmetric cryptography e ciently protects large
amounts of data once both parties have a shared secret key. However, establishing
and managing these keys on an internet scale is inherently challenging. On the
other hand, public-key (asymmetric) cryptographysolves this issue by allowing
parties without a prior relationship to authenticate each other and agree on
shared secrets over an untrusted network. Each participant creates a key pair:
a private key, which must be kept con dential, and a corresponding public key,
which can be widely distributed.

A central public-key primitive is the digital signature algorithm (DSA). To
sign a message (or, more commonly, a cryptographic hash of the message), the



sender uses their private key to produce a signature that is computationally
impossible to forge. Anyone with access to the corresponding public key can
verify the signature's validity, ensuring both integrity (the message has not been
altered) and authenticity (the holder of the private key created it). In many
cases, this process also supports non-repudiation [Nat23]. In protocols such as
TLS [BUr+20; GGF22; Res18] and software update systems, digital signatures
authenticate servers, code, and certi cates, enabling clients to detect tampering.

Public-key cryptography is also essential for establishing the symmetric keys
that ultimately secure application data. A common contemporary abstraction
used is theKey Encapsulation Mechanism(KEM). During a KEM-based hand-
shake, one party uses the other partys public key to generate (or encapsulate) a
fresh shared secret along with a ciphertext. This ciphertext can be transmitted
over the network, and only the holder of the corresponding private key can
decapsulate it to retrieve the shared secret. This shared secret is then processed
through a key-derivation function to produce symmetric session keys, after which
the protocol employs e cient symmetric encryption and authentication for the
data stream.

In real-world applications, public keys, signatures, and key-establishment
mechanisms are typically managed through gublic-key infrastructure. In this
system, certi cates issued by trusted certi cation authorities link a public key to
a speci c identity. This linkage allows software such as web browsers, operating
systems, and update mechanisms to recognize a presented public key as belonging
to a particular server or publisher, enabling them to verify signatures and establish
session keys with the intended counterparty.

However, the security of this trust framework ultimately relies on the strength
of the underlying public-key algorithms and the parameters used to implement
them. Historically, widely deployed public-key constructions have been based
on either integer factorization (e.g., RSA) or discrete logarithm problems in
nite elds and elliptic curves (e.g., ECDH for key establishment and ECDSA
for signatures) [Mor+16; Nat23], as shown in Figure 1.2. While these methods
remain foundational, real-world security has often been compromised byegacy
parameter choices and deprecated building blocks

For instance, export-era TLS con gurations allowed "downgraded" Di e-
Hellman handshakes using 512-bit groups (DHE_EXPORT), which have been
shown to be practically breakable, enabling man-in-the-middle attacks such
as Logjam. Even 1024-bit nite- eld groups have been deemed vulnerable to
well-resourced adversaries, leading to a push toward substantially larger groups
or adopting elliptic-curve variants.

These considerations highlight a practical lesson from deployment: crypto-
graphic security depends not only on a well-de ned hardness assumption but also
on the careful selection of parameters, meticulous implementation, and, crucially,
the ability to update algorithms and parameters. As our understanding improves,
hardware speeds increase, or new implementation vulnerabilities are identi ed,
systems must adapt without the need to redesign the entire protocol stack. This
adaptability is often referred to as cryptographic agility.
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Figure 1.2: Classical vs. quantum adversaries: PQC replaces RSA/ECC, while AES
and hash functions mostly scale up.

The need for agility becomes patrticularly evident when the threat model
evolves, rather than simply “scaling up' A signi cant factor driving this change
is the rise of large-scale quantum computing. Unlike the gradual, incremental
advancements typical of classical computing, quantum algorithms can drastically
alter the di culty of the fundamental mathematical problems on which many
current public-key systems are based. For instance, Shor's [Sho97] algorithm pro-
vides polynomial-time quantum procedures for integer factorization and discrete
logarithms, which could undermine RSA, (EC)DH, and (EC)DSA if executed
on a su ciently powerful quantum computer. This urgency necessitates a shift
to Post-Quantum Cryptography (PQC), which aims to develop public-key
primitives that remain secure against both classical and quantum adversaries, as
shown in Figure 1.2.

In response to this shift, the American National Institute of Standards and
Technology (NIST) initiated a standardization process for PQC in 2016 [NIS17].
This e ort culminated in the selection of several lattice-based schemes, including
CRYSTALSKyber [Sch+21], CRYSTALSDiIlithium [Bai+21], Falcon [Pre+21],
and SPHINCS+ [Ber+19] in 2022, followed by HQC [Gab+25] in 2025. Additional
schemes are still being evaluated as part of the ongoing standardization process.

At the time of this thesis, the community is undergoing a transition towards
post-quantum secure public-key cryptographic techniques, motivated by the
anticipated emergence of scalable quantum computers [Aru+19]. While draft
standards are now available, migrating the existing cryptographic systems to
these new primitives is a long-term e ort. This evolving landscape makes a
clear case for an agile hardware design methodology for PQC: implementations
should be designed to tolerate algorithmic and parameter updates, rather than
being tightly coupled to a single xed instantiation. The goal is to provide a
practical, maintainable path to secure, e cient post-quantum deployments. In
this context, three aspects emerge as particularly important for future PQC
hardware implementations:

(@ Uni ed design. Most publickey applications require both- KEM for secure key
exchange and DSA for authenticity. Hardware architectures that can support



both primitives and multiple parameter sets within a single framework enable
resource sharing and reduce area requirements.

(2 Compact and agile architectures PQC schemes and their recommended
parameters are still evolving. Therefore, implementation strategies must remain
compact in size and exible enough to adapt to new security levels or even new
schemes without requiring a complete redesign.

(3 Secure implementations Side-channel and fault attacks have repeatedly
demonstrated that mathematically secure schemes can be compromised through
their implementations. Protecting PQC accelerators against such threats is
essential for their practical deployment.

When the thesis work began, there were very few e orts in this direction,
and these three aspects shaped thest line of work in this thesis . ecient,
compact, agile, and secure implementation of PQC scheme@, resulting in
several publications [Aik+22; Aik+23a; Aik+23b; Imr+23; Imr+24; Pag+24].

The post-quantum secure KEMs and DSA mentioned earlier are designed to
ensure the security of key establishment and authentication, thereby protecting
communication channels even against quantum-capable adversaries. However,
these methods alone do not o er con dentiality during computation. In typical
cloud computing environments, user data is often decrypted for processing on
the server, meaning it is available in plaintext at some point during execution.
Therefore, privacy relies heavily on e ective isolation mechanisms and strong
trust in the cloud provider and its software infrastructure.

In practice, these trust assumptions have not always been maintained, as
demonstrated by numerous high-pro le data breaches in recent years. In addition
to the technical risks, such breaches result in signi cant economic costs. Industry
benchmarking studies estimate that the global average total cost of a data breach
was USD 4.44 million in 2025, while the average cost in the United States reached
USD 10.22 million [IBM25]. Earlier results from the same study series indicated a
global average cost of USD 4.88 million in 2024 [IBM24]. Together, these ndings
underscore that privacy failures not only constitute security incidents but also
cause major disruptions to business operations, motivating techniques that reduce
the exposure of sensitive data, even in outsourced computation settings.

Fully Homomorphic Encryption (FHE) [RAD78] addresses this gap by
enabling arithmetic operations to be performed directly on encrypted data, with-
out revealing the underlying plaintext to the computing party. This is illustrated
in Figure 1.3. Gentry introduced the rst FHE construction in 2009 [Gen09],
establishing the feasibility of general computation over ciphertexts. Since then,
several FHE schemes [BGV11; Che+17; Chi+20; FV12] have achieved orders-
of-magnitude improvements in performance. Among these, CKKS [Che+17;
Che+18a] supports approximate arithmetic, which aligns well with the numerical
workloads common in practice, making it widely used in applications such as
Privacy-Preserving Machine Learning (PPML).

Despite these substantial advancements and the appealing concept of com-
puting on encrypted data, FHE remains far from practical or e cient. Although
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Figure 1.3: Conventional versus Privacy-preserving Computation using FHE.

over a decade of research in algorithmic, mathematical, and implementation
optimizations has made modern FHE schemes many times faster than their rst-
generation counterparts, homomorphic evaluation in software remains typically
four to ve orders of magnitude slower than comparable plaintext computations.
This persistent performance gap is not just an engineering challenge; it directly
limits the feasibility of FHE in latency-sensitive and high-throughput environ-
ments. Consequently,hardware accelerationhas emerged as a crucial enabling
technology for practical deployments, aiming to reduce the high cost of dominant
arithmetic operations and to lower end-to-end latency.

Early e orts in hardware acceleration focused on overcoming the computa-
tional bottlenecks of rst-generation, integer-based FHE constructions, where
performance was hindered by the need for extremely large-integer arithmetic.
Notably, the earliest reported FPGA-based [WH13] and ASIC-based [Wan+14]
accelerators targeted the 768K-bit modular multiplication required by the rst-
generation integer-based homomorphic encryption scheme [GH11]. These designs
established an important precedent: while algorithmic advancements are essential,
the practicality of FHE also relies on dedicated architectures that can e ciently
implement its core number-theoretic operations at scale.

Building on early demonstrations, the focus of FHE acceleration shifted as the
underlying schemes and their signi cant bottlenecks evolved. Initial constructions
relied heavily on large-integer arithmetic, with massive multi-precision modular
multiplication being the primary performance target. However, the widespread
adoption of the Residue Number System (RNS) [Gar59] representations funda-
mentally changed this landscape. By breaking down large modulus into multiple
smaller machine-word-sized primes, RNS allows FHE arithmetic to be performed
as a series of parallel operations on smaller moduli, with periodic basis conversions.



Figure 1.4: Overview of this thesis in the asymmetric post-quantum setting, grouped
into three categories: (i) Client/Server covers acceleration of post-quantum
key encapsulation and digital signature schemes, and side channel pro-
tections; (ii) Client-only includes embedded implementations enabling
homomorphic encryption and decryption, along with associated attacks
and countermeasures; and (iii) Server-only comprises server side accel-
eration of homomorphic encryption and an optimized application.  (x)
denotes the chapter where these works are described.

Consequently, contemporary lattice-based FHE schemes are typically dominated
by high-level operations such as the Number Theoretic Transform (NTT) [Scol7a]
and related modular transforms, rather than large-integer multiplications.

This evolution has spurred the development of a new generation of domain-
speci ¢ accelerator architectures that target these computational kernels, trans-
lating algorithmic advances into signi cant performance improvements. In recent
years, several ASIC-based accelerator architectures have been proposed [Fel+21;
Kim+22a; Kim+22b; Sam+22], achieving speedups of three to four orders of
magnitude over software for homomorphic evaluation. However, estimates for
fabrication costs indicate that producing such ASICs requires multimillion-dollar
investments [MUSa]. This makes e cient design methodologies essential, and
motivates the second focus of this thesis : cost-e ective hardware-accelerator
design for FHE @. This line of work has also led to several publications [Aik+25;
Aik+26a; Aik+26b; AKR26; AR24; ASR25a; Kim+24a; Mer+23; Muk+24].

Overall, the thesis advances two essential pillars of the digital world: se-
cure communication and privacy-preserving computation Firstly, it supports
the transition to post-quantum public-key cryptography by developing e cient
implementations and analyzing critical design choices regarding security. Sec-
ondly, it enhances practical encrypted computation by improving the performance
and cost-e ectiveness of FHE implementations, particularly through hardware-
oriented approaches. The rest of this chapter outlines these contributions and
explains how the subsequent chapters will explore these themes through e cient
implementations, cryptanalysis, and the design of e ective countermeasures.
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1.1 Thesis Roadmap

In terms of cryptographic scope, the core primitives studied in this thesis- PQC
mechanisms for key establishment and signatures (KEM, DSA) as well as FHE,
belong to asymmetric cryptography, in contrast to symmetric schemes such as
AES [NISO01], which rely on a shared secret key. Nevertheless, several of its most
interesting results emerge precisely at the boundary between asymmetric and
symmetric techniques: practical systems routinely combine public-key mecha-
nisms for establishing trust or enabling encrypted computation with symmetric
primitives that deliver e ciency at scale. The work presented in this thesis is
organized around three deployment perspectives in the asymmetric post-quantum
setting, as summarized in Figure 1.4. Client/Server comprises acceleration
of post-quantum key encapsulation and digital signature schemes, as well as
side-channel protections.Client-only focuses on embedded implementations of
homomorphic encryption and decryption, along with the corresponding attacks
and countermeasures. Finally, Server-only covers server-side acceleration of
homomorphic encryption and an optimized application built on top of these
capabilities. Throughout the gure, (%) indicates the chapter in which each contri-
bution is described, and the chapter-by-chapter summary of these contributions
is provided below.

Chapter 2 Crypto Ground Zero details the mathematical background of
the lattice-based PQC schemes Saber, Kyber, and Dilithium. It then describes the
lattice-based FHE scheme CKKS, followed by e cient polynomial multiplication
techniques widely used throughout this work, and concludes with an overview of
cryptanalytic attacks and countermeasures against side-channel adversaries.

Chapter 3 Kali  presents hardware implementations of the PQC schemes
Saber, CRYSTALSKyber, and CRYSTALSDIlithium. As discussed earlier, the
motivation is to support a wide variety of applications and therefore to provide
uni ed implementations of both KEM and DSA for these schemes. Thus, in the
rst work, we propose a uni ed design for Saber and CRYSTLAS-Dilithium. We
leverage their synergies to minimize hardware cost. On a Xilinx UltraScale+
FPGA, it uses just 18,406 LUTs, 9,323 FFs, 4 DSPs, and 24 BRAMs at 200
MHz, completing key-gen/encaps/decaps for LightSaber in 29.6/40.4/58.3 s
and sign/verify for Dilithium-2 in 151.6/75.2 s. An ASIC implementation in
UMC 65nm doubles the clock to cut latencies in half.

A Unied Cryptoprocessor for Lattice-Based Signature and Key-Exchange
[Aik+23Db] by Aikata, Ahmet Can Mert, David Jacquemin, Donald Matthews,
Santosh Ghosh, and Sujoy Sinha Roy, in IEEE Transactions on Computers (TC
2023).

After NIST declared CRYSTALS-Dilithium and CRYSTALS-Kyber amongst
the schemes to be standardized, a second architecture, KaLi, was designed to unify
these two schemes. Its exible polynomial unit runs Kyber operations twice as
fast as Dilithiums, while a careful multi-clock-domain memory design minimizes
stalls. In 28nm/65nm ASIC KaLi occupies 0.263/1.107 mn? at 2GHz/560MHz;
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on a Zynq UltraScale+ FPGA it uses 23,277 LUTSs, 9,758 FFs, 4 DSPs, 24 BRAMs
at 270 MHz and outperforms standalone implementations of each scheme. Thus,
we design an accelerator that supports both key exchange and digital signatures
across all security variants, ensuring long-term utility. This chapters contents
are derived from the following two publications.

KaLi: A Crystal for Post-Quantum Security Using Kyber and Dilithium
[Aik+22] by Aikata, Ahmet Can Mert, Malik Imran, Samuel Pagliarini, and
Sujoy Sinha Roy, published in IEEE Transactions on Circuits and Systems |
(TCAS-I 2022).

Chapter 4 Kavach  addresses protecting the implementations of the PQC
schemes against side-channel adversaries. Lattice-based cryptography relies
heavily on polynomial arithmetic, and performance is often improved by using
compact multipliers because secret coe cient ranges are small. However, these
optimizations are di cult to apply in side-channel protected implementations,
as masking typically expands the coe cient range. This work proposes two
novel techniques- one for NTT-based and one for Schoolbook-based polynomial
multiplication, that enable masking while still leveraging small secrets, preserving
the e ciency of compact multipliers. Demonstrations include both schoolbook
and NTT-based masked multipliers, achieving signi cant area savings with mini-
mal overhead. The results are validated using Test Vector Leakage Assessment
(TVLA). Its contents are derived from the following publication.

Kavach: Lightweight masking techniques for polynomial arithmetic in lattice-
based cryptography[Aik+23a] by Aikata, Andrea Basso, Gaetan Cassiers, Ahmet
Can Mert, and Sujoy Sinha Roy, appeared in IACR Transactions on Cryptographic
Hardware and Embedded Systems (CHES 2023).

Chapter 5 REED  onwards, we move in a new direction, FHE, and discuss
the rst work, namely, HW acceleration of FHE for the cloud. Existing ASIC ac-
celerators for FHE are monolithic, which poses challenges such as in exibility, low
yield, and high manufacturing costs. This work introduces REED, the rst multi-
chiplet-based FHE accelerator, overcoming these limitations through scalable
chiplet design, e cient workload distribution, custom inter-chiplet communica-
tion, and advanced pipelined Number Theoretic Transform and automorphism
units. REED achieves up t02;991 speedup over a 24-core CPU, improves per-
formance by 1:9 compared to state-of-the-art ASICs, and reduces development
costs by 50%. It also demonstrates the rst benchmark for encrypted deep neural
network training. Its contents are derived from the following publication:

REED: Chiplet-Based Accelerator for Fully Homomorphic Encryption [Aik+25]
by Aikata, Ahmet Can Mert, Sunmin Kwon, Maxim Deryabin, and Sujoy Sinha
Roy, appeared in IACR Transactions on Cryptographic Hardware and Embedded
Systems (CHES 2025).

Chapter 6 Secure Cryptoprocessor for Hybrid HE introduces the
Hybrid Homomorphic Encryption (HHE) paradigm, which utilizes symmetric
cryptographic technigues in conjunction with FHE to enhance the client's perfor-
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mance and reduce communication overhead, particularly for applications such
as secure machine learning. Despite various HHE schemes, no comprehensive
hardware evaluation existed until this work, which presents PASTA-on-edge, the
rst implemented HHE scheme over integers [Dob+23] optimized for fast client
encryption and homomorphic symmetric decryption on the server. The design
was demonstrated on FPGA and ASIC platforms, including a RISC-V SoC in
130nm technology, achieving up tol171 speedup over CPU implementations,
and on advanced 7nm and 28nm ASICs, showing up t®7 speedup over prior
FHE client accelerators.

PASTA on Edge: Cryptoprocessor for Hybrid Homomorphic Encryption[ASR25a]
by Aikata, Daniel Sanz Sobrino, and Sujoy Sinha Roy, appeared in IEEE Design,
Automation and Test in Europe (DATE 2025).

Building on these advances, we present the rst power side-channel analysis of
an HHE-tailored symmetric scheme. Although recent integer-based HHE designs
rely on prime- eld arithmetic, their side-channel security had not been studied.
We demonstrate a practical CPA key-recovery attack on HERA with as few as
40 traces, and introduce the rst masking framework for integer-based HHE
primitives, combining PINI-secure gadgets with assembly-level protections and
validating it via TVLA. We further show its applicability to PASTA, providing
leakage models, attack targets, and evaluation benchmarks for side-channel-
resilient designs. The design and benchmarks are publicly available to support
future research. Its contents are derived from the following work:

Attacking and Securing Hybrid Homomorphic Encryption Against Power Anal-
ysis [Aik+26a] by Aikata, Maciej Czuprynko, Nedzma Musovic, Emira Salki,
and Sujoy Sinha Roy, appeared in IEEE Design, Automation and Test in Europe
(DATE 2026).

Chapter 7 SASTA-DFA describes an interesting fault-based attack on
the HHE paradigm- SASTA-DFA While HHEs correctness has been studied,
its security against fault attacks had not been explored. This work presents
SASTA-DFA the rst Dierential Fault Analysis (DFA) targeting the HHE
protocol as a whole. Unlike prior DFA attacks, Sasta-DFA does not require
nonce reuse and achieves full key recovery with a single fault injection, exposing
new vulnerabilities inherent to the HHE structure. We validate the attack on
emerging HHE-speci ¢ symmetric schemes like Rubato [Ha+22], Hera [Cho+21],
PASTA [Dob+23], and MASTA [Ha+20], and even show its applicability to
schemes like Rasta [Dob+18a] and AES [NIS01]. Experimental validation on an
ATXmegal28D4-AU microcontroller con rms the attacks practicality. We also
extend the analysis to authenticated transciphering protocols. Thus, rea rming
that the need for secure cryptographic protocol designs continues to evolve. This
chapter is inspired by the following work:

SASTA: Ambushing Hybrid Homomorphic Encryption Schemes with a Single
Fault [Aik+26b] by Aikata, Ahaan Dabholkar, Dhiman Saha, and Sujoy Sinha
Roy, in AsiaCCS 2026.
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Chapter 8 CKKS Client acceleration introduces an e cient framework
for FHE Client, which reduces the client's communication as well as computation
overhead without relying on the symmetric encryption schemes via the HHE
paradigm. This solution lies between the two extremes, namely Vanilla FHE
encryption/decryption and HHE. This chapter is derived from the following work:

Privacy at your Fingertips: Enabling Rapid Client-Side Operations in Fully
Homomorphic Encryption [AKR26] by Aikata, Florian Krieger, and Sujoy Sinha
Roy, in EuroS&P 2026.

Chapter 9 Privacy-preserving Matrix Multiplication moves towards
high-level application development. This work tackles the critical bottleneck of
matrix multiplication in FHE, the backbone of privacy-preserving neural network
evaluations, by drastically reducing the expensive KeySwitch operations through
smarter SIMD data packing. While prior methods achieve O(d) complexity
at depth two or three, our approach attains depth-2 multiplication with only
O(logd) KeySwitch operations, matching the best packing e ciency. We further
extend the method to arbitrary packing granularities and rectangular matrices,
making it universally applicable across all SIMD-capable FHE schemes. This
chapter is based on our results as described in:

Secure and E cient Outsourced Matrix Multiplication with Homomorphic
Encryption [AR24] by Aikata and Sujoy Sinha Roy, in INDOCRYPT 2024.

Chapter 10 Conclusion  completes this thesis and gives interesting insights
into future exploration directions for these works. This chapter is a must-read,
especially for new researchers who intend to explore these directions.

1.2 Other Notable Contributions

During my PhD thesis, | had the opportunity to contribute to several research
e orts initiated by other researchers. A brief summary of these contributions,
listed in reverse chronological order of publication, is as follows:

@ ToFa : This is the rst fault attack strategy that leverages impossible dif-
ferential cryptanalysis to practically break bit-oriented symmetric ciphers like
GIFT [Ban+17] and BAKSHEESH [Bak+23]. The attack exploits truncated
di erential paths caused by fault injections to construct multi-round impossible
di erentials, enabling e cient key elimination through partial decryption. By
analyzing the quotient-remainder structure of the ciphers's linear layers, the
distinguisher's Itering capability is signi cantly enhanced.

| contributed to this work through the practical realization of the fault attack.
Clock glitch-based fault attacks were implemented on 8-bit microcontrollers using
the ChipWhisperer Lite platform, achieving the expected unique key recovery for
GIFT-128 and reducing the key space t02%?, the best known result for GIFT-64.

ToFA: Towards Fault Analysis of GIFT and GIFT-like Ciphers Leveraging
Truncated Impossible Di erentials [Kun+24] by Anup Kumar Kundu, Shibam
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Ghosh, Aikata, and Dhiman Saha, in TCHES 2025.

(2 REPQC : This work exposes a critical weakness in PQC implementations by
demonstrating that PQC hardware accelerators can be backdoored by adversaries
in the chip supply chain. It introduces REPQC, an automated reverse engineer-
ing algorithm capable of accurately locating cryptographic components (e.qg.,
Keccak) within the accelerator, providing anchor points for extracting sensitive
information. Using this knowledge, stealthy Hardware Trojan Horses (HTHSs)
can be inserted without a ecting circuit performance and with negligible power
overhead. Demonstrated using Dilithium as a case study, the attack shows that
even a 0.1% layout density increase is su cient to embed the HTH undetected.
| contributed to this work by initiating the idea of inserting trojans specif-

ically aimed at compromising secret keys and by designing the trojans to leak
information via side-channel mechanisms.

REPQC: Reverse Engineering and Backdooring Hardware Accelerators for
Post-quantum Cryptography[Pag+24] by Samuel Pagliarini, Aikata, Malik Imran,
and Sujoy Sinha Roy, in AsiaCCS 2024.

(®) FNTT : This work introduces a multiplier-less number theoretic transform us-
ing a Fermat number as an auxiliary modulus to enable fast and resource-e cient
polynomial multiplication in homomorphic encryption. To ensure scalability with
polynomial degree, a transformation from univariate to multivariate polynomial
rings is applied. Building on these algorithmic optimizations, we designed a
hardware accelerator architecture for fully homomorphic encryption, achieving
up to 1,200 speed-up over software implementations on practical benchmarks.

| contributed to the architecture design of the FHE processor, speci cally by
integrating the optimized NTT design into the system and handling the increased
communication overhead by performing the transformation to multivariate rings
on-the-y.

Exploring the Advantages and Challenges of Fermat NTT in FHE Accelera-
tion [Kim+24a] by Andrey Kim, Ahmet Can Mert, Anisha Mukherjee, Aikata,
Maxim Deryabin, Sunmin Kwon, Hyung Chul Kang, and Sujoy Sinha Roy, in
CRYPTO 2024.

(@) ModHE : This work introduces ModHE, a homomorphic encryption scheme
based on the Module Learning with Errors (MLWE) problem, aiming to reduce
design complexity while supporting deeper encrypted computations. Unlike
traditional RLWE-based schemes, which require increasing polynomial sizes for
higher circuit depths, ModHE breaks large computations into smaller, more
manageable units. As a case study, the CKKS scheme is adapted to the MLWE
setting, eliminating polynomial-size blowups and enabling more exible, reusable,
and parallelizable hardware architectures. A hardware prototype demonstrates
the practical bene ts.

| contributed to this work by designing the hardware architecture, adapting
the Medha design [Mer+23] to accommodate the increased computational needs
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of ModHE, and developing an e cient data ow model tailored to its structure.

ModHE: Modular Homomorphic Encryption Using Module Lattices: Potentials
and Limitations [Muk+24] by Anisha Mukherjee, Aikata, Ahmet Can Mert,
Yongwoo Lee, Sunmin Kown, Maxim Deryabin, and Sujoy Sinha Roy, in TCHES
2024.

(® Medha : FHE allows computations on encrypted data, making it ideal for
privacy-preserving cloud computing. Since software implementations of FHE are
extremely slow, this work presents Medha, a programmable hardware accelerator
designed to speed up cloud-side HE operations. A divide-and-conquer technique
enables Medha to exibly support various encryption parameter sets using a
single hardware core. The architecture emphasizes parallelism and e cient
data handling, avoiding o -chip memory to improve speed and resource usage.
Implemented on a Xilinx Alveo U250 FPGA, Medha signi cantly outperforms
optimized software like Microsoft SEAL.

| began my journey into FHE by contributing to this work, designing the
automorphism unit, and assisting in application benchmarking.

Medha: Microcoded Hardware Accelerator for computing on Encrypted DatgMer+23]
by Ahmet Can Mert, Aikata, Sunmin Kown, Youngsam Shin, Donghoon Yoo,
Yongwoo Lee, and Sujoy Sinha Roy, in TCHES 2022.

1.3 Open-Source Hardware/Software Artifacts

An obijective of this thesis is not only to propose algorithms and architectures,
but also to bridge the gap between research and real-world applications by
creating systems that are operational. To achieve this, every contribution is
supported by comprehensive hardware and software artifacts- ranging from
FPGA prototypes and ASIC RTL with synthesis processes to microarchitectural
simulators, benchmarking tools, and evaluation scripts. A signi cant portion of
these implementations has been made publicly available as open artifacts (where
permissible). This includes reference hardware designs, software and rmware
components, test and attack infrastructure, and the measurement pipelines used
for performance and side-channel evaluations (e.g., TVLA and attack work ows).
Below is a list of the artifacts:

Kavach (masked polynomial arithmetic + TVLA tooling) " .

Contains reference implementations of the lightweight masking techniques
for polynomial multiplication, together with test vectors and TVLA scripts

to reproduce leakage evaluation and overhead analysis.

REED (software simulation framework) * .

Provides the REED accelerator artifacts used in the evaluation, including
software simulation of the design components and the benchmarking setup
for performance results.
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PASTA-on-edge (HHE cryptoprocessor, RISC-V SoC)i .
Includes the full HW/SW evaluation stack (accelerator RTL and SoC
integration), plus build scripts and benchmarks used to reproduce the
embedded client-side measurements reported in the thesis.

Masking framework for integer-based HHE (CPA + masking) " .
Provides the attack work ow (trace processing and CPA) alongside the
proposed masking countermeasures, with measurement scripts and TVLA-
based validation to replicate the side-channel evaluation end-to-end.

SASTA (fault-attack proof-of-concept + key-recovery scripts) " .
Contains the scripts and tooling to reproduce the single-fault key-recovery
attack across multiple HHE-oriented symmetric schemes, including automa-
tion for analysis and validation on practical traces/experiments.

Boosted-De ation Client framework (Full-Stack) " .

Implements the client-side optimization framework for CKKS, reducing both

client computation and communication overhead. The artifact provides
the full-stack software, including hardware implementations (FPGA and

ASIC), along with utilities and benchmarks for comparison against baseline
CKKS encryption/decryption pipelines.

Privacy-preserving matrix multiplication (software code) | .
Implements the proposed SIMD packing strategies that reduce expensive
KeySwitch operations, extendable to arbitrary matrix sizes and packing.

Sharing these artifacts improves transparency, makes results easier to repro-

duce, and lets others inspect design decisions, stress-test masking claims, and see
the real costs of cryptographic agility in deployed settings. More importantly,
these releases aim to facilitate the start-up process for practitioners and pro-
vide researchers with reusable, well-documented reference implementations that
can be easily integrated, evaluated, and extended without requiring a complete
re-implementation from scratch.
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This chapter provides the foundational background for the two core pillars of this
work: PQC and FHE. It begins with an in-depth overview of the PQC schemes
employed in this research, followed by a detailed discussion of the selected
FHE scheme and its computational routines. Next, we discuss the Hybrid
Homomorphic Encryption (HHE) paradigm. This is followed by a description of
the widely utilized Number Theoretic Transform (NTT). The chapter concludes
with a brief overview of relevant cryptanalytic techniques, particularly those
targeting implementations under side-channel adversaries.

Notation

We useZq to represent integers modulog. We useRy to represent polynomial
ring Zq4= (x) where (x) is a reduction polynomial of degreen. We useB' to
represent a byte array of sizel. We use lowercase, bold lowercase, and bold
uppescase letters to represent an integer (e.g.a 2 Zg), a polynomial (e.g.,
a= i":ol afi] x' 2 Ry) or vector (e.g.,a 2 Zg), and a vector of polynomials
(e.g.,A 2 R'a ", respectively. We usef ag' to represent a vector of lengtht where
each element isa. We usea]i], a[i] and A[i] to represent thei-th bit of integer a,
i-th of coe cient of polynomial a and i-th polynomial of polynomial vector A.
We use and ? to represent polynomial multiplication and coe cient-wise
multiplication of two polynomials, respectively. We use to represent integer
multiplication (e.g., a b) or multiplication of an integer with coe cients of a
polynomial (e.g.,a borb a). Weuse& |, ,!,and = torepresent logical
AND, OR, XOR, NOT, and right/left shift operations, respectively. We represent

the sampling of an integera from uniform distribution as a $ Zq. Similarly, we

15
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Figure 2.1: Depiction of the communication protocol using KEM and DSA.

usea * Ry and a (Rg; ) to represent the sampling of polynomiala 2 Rq
from uniform distribution and with standard deviation , respectively. A
polynomial s 2 Ry is small if all its coe cients belong to the range [ ; + ]
mod g where is a k-bit positive integer and K = 2K with .

ining polynomials of degree at mostN 1 and coe cients in Zg. In the
Residue Number System (RNS) [GérSQ] representationQ is a composite modulus
comprising co-prime moduli, Q = iLzolq. The RNS representation is used to
divide a big computation modulo Q into much smaller computations modulo
g such that the small computations can be carried out in parallel. With the
application of RNS, a polynomial a 2 Ro;n becomes a vector, say, of residue
polynomials. Let the i-th residue polynomial within a be denoted asa' 2 Ry -
We use the "‘monotype’ font (/ sk) to represent ciphertexts/keys. Operators
and h i denote the multiplication and dot-product between two ring elements.
Noise () is refreshed for every computation. The tilde sign ) represents a data
in NTT format (e.g., NTTa)= &).

2.1 Post-Quantum Cryptography

PQC aims at developing new cryptographic protocols that will remain secure
even after powerful quantum computers are built. These are asymmetric PKC
schemes, which will replace the classical PKC schemes. Figure 2.1 depicts a
sample protocol, where Alice (left) encapsulates the message (or symmetric
encryption key) using Bob's KEM public key, so only Bob can decrypt it, using
his private KEM key. To provide proof of authenticity, Alice further signs the
Encapsulated message with her Private DSA Key. Thus, Bob can validate that
the message could have only come from Alice, using the public DSA key.

2.1.1 Lattice-based public key encryption schemes

Several lattice-based PKE/KEM schemes are based on the Learning With Errors
(LWE) problem and its variants [Reg09]. For a given public matrix A 2 Zg !
and vectorB = A S+ E 2 Z(‘;, there is no known algorithm that can recover
secret vector S (zL; ) in polynomial time where E (zk; ) is an
error vector. Solving the secretS in the presence of errorE is known as the
LWE problem. A variant of the LWE problem is the Learning With Rounding
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Algorithm 1 LPR Encryption Scheme [LPR10]

Procedure PKE:KeyGen()

$
a ” Rq

s;e (Rq; ) 2 Rq

t=(a s+e€)2Rqg

return pk =(a;t);sk=(s)

Procedure PKE:Encrypt(pk = (a;t);m2 B32;r 2 B32)

s%e%e®  (Rq;; ) [* ris used as random seed */
u=(a s% €Y 2Ry

vOi=(t s%+ e%9 2 Ry

m = Encodgm) 2 Rq /* Encoding msg bits to poly. coefficients */
v=(vo+ m)2Rq

return ct=(u;v)

Procedure PKE:Decrypt(ct = (u;v);sk=(s))

mP=(v u s)2Rq

m®= Decodgm? 2 B32 I* Decoding poly. coefficients to msg bits */
return  m°

(LWR) problem, which introduces deterministic errors by scaling the elements
of A S by a non-integer constant and rounding them to the closest integer.
Ring-LWE/LWR (RLWE/RLWR) and Module-LWE/LWR (MLWE/MLWR)
problems [LS15] are implementation-friendly variants of LWE/LWR, and both
operate over polynomial rings instead of integers. In the following, we brie y
describe the LPR encryption scheme [LPR10], which has served as a framework
for constructing modern LWE/LWR-based public-key encryption schemes.

LPR Encryption Scheme: In Algorithm 1, we present the high-level description
of key generation, encryption, and decryption procedures of the RLWE-based
LPR scheme. Although LPR-based schemes are IND-CPA secure, they are
not secure against chosen ciphertext attacks (CCA), where an adversary with
access to the decrypted messages can recover the secret key by using carefully
selected ciphertexts. To achieve IND-CCA security, LWE/LWR-based schemes
employ the Fujisaki-Okamoto (FO) transformation [FO99], which combines
encryption and decryption procedures with hash functions to generate CCA-
secure encapsulation and decapsulation procedures. With the FO transformation,
the decapsulation procedure performs re-encryption after decrypting the message,
and then compares the input ciphertext with the generated ciphertext using the
re-encryption procedure. If the comparison fails, i.e. the input ciphertext is
invalid, the decapsulation mechanism outputs a random byte array.

Next, we give brief descriptions of lattice-based DSA and KEM schemes-
CRYSTALS-Dilithium, CRYSTALS-Kyber, and Saber, referred to as Dilithium,
Kyber, and Saber from here on. Kyber [Sch+21] and Dilithium [Bai+21] are
part of the Cryptographic Suite for Algebraic Lattices (CRYSTALS), which were
selected for standardization by NIST. Dilithium [Bai+21] is a digital signature
scheme, and its security is based on the computational hardness of the Module
Learning With Errors (MLWE) and Module Short Integer Solution (MSIS)
problems. Kyber is a KEM, and its security relies on the hardness of solving the
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MLWE problem. Saber [DAn+21] is also a KEM, and its security relies on the
hardness of the Module Learning With Rounding (MLWR) problem.

2.1.2 Dilithium modules

This Digital Signature Algorithm has three main algorithms: key generation,
signature generation, and signature veri cation. The sender generates a public
and secret key using the key generation algorithm. Then she uses her private
key to sign a message using the signature generation algorithm. The receiver
can verify the signature using the sender's public key and signature veri cation
algorithm. The signature generation algorithm continues to generate signatures
until a valid one is produced. For a signature to be valid, a set of constraints
has to be satis ed to ensure that the signature does not bear any similarity
with the message. Depending on the size of the modulag Cwith k;* > 1,
Dilithium [Bai+21] also comes with three variants, namely Dilithium-2, 3, and

5 for the NIST-speci ed security levels 2, 3, and 5, respectively. All the three
variants of Dilithium use the polynomial ring Rq = Z4[x]=x" + 1i with n = 256
andq=2% 23+1, aprime modulus. The Dilithium building blocks are brie y
explained as follows.

Polynomial generation : SHAKE-128 is used to generate the polynomials
of the public matrix A 2 R¥ ~ by expanding the seed 2 f 0;1g?*® along
with 16-bit nonce values. The secret polynomial vectors; and s, 2 S sk
are generated using SHAKE-256. For each polynomial, the seefland a
16-bit nonce are fed to SHAKE-256 and passed through rejection sampling
in the rangef ; g. The two types of generations are named a&xpandA)
and Expand%). ExpandMasi, is used to generate a polynomial vector in
the range[0;2 ; 1] using a rejection sampler. SamplelnBall () is used
during signature generation and veri cation, to generate a polynomial with
only coecients setto +1 or 1 and the remaining coe cients as O.

Polynomial Arithmetic : Polynomial multiplications are performed us-
ing the Number Theoretic Transform (NTT) method. The addition and
subtraction operations are coe cient-wise linear operations.

Hash functions : SHAKE-256 is used to make a collision resistant hash
function- CRI9. It utilizes 384 bits of the output of SHAKE-256.

Power2Round : The function, Power2Roung), takes an elementr = r;
29+ rg and returns ro and rq, whererg = r mod 29 andry; =(r rg)=2¢,

Decompose and other related functions . Let be adivisor ofq 1
The function Decomposg() is de ned in the same way asPower2Roung
with  replacing 2. The HighBits q(/ LoweBitsq() return ri/rq from the
output of Decomposg(). MakeHint usesHighBits ,() to produce a hint h.
UseHint uses the hinth produced by MakeHinty() to recover the high-bits.



2.1. Post-Quantum Cryptography 19

The signing operation generates a potential signature and checks a set of con-
straints on the generated signature. If satis ed, a valid signature is produced as
the output; otherwise, the loop continues to generate another potential signature.

2.1.3 Kyber modules

Kyber [Sch+21] is an IND-CCA2-secure Key Encapsulation Scheme. It has three
principal algorithms: key generation, encapsulation, and decapsulation. The
receiver generates a public and secret key using the key generation algorithm and
broadcasts the public key. When the sender wishes the send a message, he/she
can encapsulate it using the receiver's public key through the encapsulation
algorithm. The receiver can then decapsulate it using their secret key through
the decapsulation scheme. Three variants of Kyber, Kyber-512, Kyber-768, and
Kyber-1024 are provided for NIST Security levels 1, 3, and 5, respectively. All
the variants use the polynomial ring Rq = Z4[x]=x" + 1i, with n = 256 and
q=3329=(2% 3 28+1). These variants di er in module dimensions and
coe cient distributions. Kyber has the following internal routines.

" Pseudorandom functions : Kyber uses PRF (SHAKE-256) and XOF
(SHAKE-128) to generate the pseudo-random numbers for generating the
coe cients of polynomials.

Hash and other related functions . Kyber provides functions H and G for
SHA3-256 and SHA3-512, respectively, for hashing. Th&ey-derivation
function (KDF) is instantiated using SHAKE-256 in Kyber. Uniform
sampling (Parsg is used to generate the public polynomials, and Binomial
sampling (CBD) is used to generate secret and error polynomials.

Polynomial Arithmetic . Kyber uses an incomplete NTT-based polyno-
mial multiplication unit. Linear operations, such as polynomial addition
and subtraction, are also supported.

Encode/Decode and Compress/Decompress : The Encode/Decode
modules are used to serialize/deserialize the polynomials to/from byte
arrays. The Compress/Decompress modules are used to reduce the
size of the ciphertext by discarding low-order bits. They are de ned on an
elementx 2 Z4 asd(29=¢ xc (mod 29) and d(q=2") xc respectively, where
d < dog,(qg)e. The value x° such that x°= DecompresgCompresga; d); d)
is an element close tax.

2.1.4 Saber modules

Saber, like Kyber, is a KEM. It has three variants: LightSaber, Saber, and
FireSaber, targeting di erent security levels. All of these variants use the same
polynomial rings Rq = Zg[x]=x" +1i and Rp = Zp[x]=x" + 1i with polynomial

degreen = 256 and the power-of-two modulig= 2% and p = 2'°. The three
variants use di erent module dimensions and secret distributions. We brie y
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describe the internal routines of Saber. For a detailed description of them, readers
may follow the original speci cation of Saber [DAn+21].

Pseudorandom functions : gen() expands a uniform seed 2 f 0; 1g®°°
using the Keccak-based expandable output function SHAKE-128 and gen-
erates the public matrix A 2 R'q ', () samples a secret polynomial vector
(s) from a binomial distribution with the parameter

Hash functions : Saber uses three hash functionsF(), H() and ). The
F() and H() are implemented using SHA3-256 whiley) is implemented
using SHA3-512. All hash functions are Keccak-based.

Polynomial arithmetic  : They include polynomial multiplication, poly-
nomial addition/subtraction, coe cient-wise rounding using bit-shifting,
equality checking of two polynomials, etc. Unlike Kyber and Dilithium,
Saber uses power-of-two moduli, which do not directly enable NTT-based
e cient polynomial multiplication.

~ Verify and CMOV : Verify is used to perform ciphertext equality check
during decapsulation. The result of Verify is stored in a ag register, which
is used by CMOV (constant-time move) to either copy the decrypted
session key or a pseudo-random string to a speci ed location.

" AddPack /UnPack and AddRound : AddPack performs the operation
(v+hy 2» 'mmodp)(p 1) onamessage bitsn using precomputed
polynomial v and constant h,. UnPackperforms the operation (v + h,
2° Tcy modp)( p 1) on aciphertext ¢ using precomputed polynomial
v and constant h,. AddRound performs the operation (A" + s) mod
@):( g p)) using pubilic matrix vector A and secret vectors.

2.2 Fully Homomorphic Encryption

Data breaches can put millions of private accounts at risk because data is often
stored or processed without encryption, making it vulnerable to attacks [IBM20;
LSL20; Mor20]. Fully Homomorphic Encryption (FHE) is a solution that al-
lows secure, private computations, communications, and storage, as shown in
Figure 2.2. It enables servers to compute on homomorphically encrypted data
and return encrypted outputs. FHE has a wide range of applications, including
cloud computing [Kim+23b; Mah+23], data processing [Bia+23], and machine
learning [Pap+18]. The concept of FHE was introduced in 1978 by Rivest,
Adleman, and Dertouzos [RAD78], and the rst FHE scheme was constructed in
2009 by Gentry [Gen09].

Di erent FHE schemes exist in literature, such as, BFV [FV12], BGV [BGV11],
CGGI [Chi+20], and CKKS [Che+17; Che+18b]. These schemes use polynomial
arithmetic but di er primarily in the data types they can encrypt. For instance,
BGV and BFV encrypt integers, while CKKS encrypts xed-point numbers.
Due to the support for xed-point arithmetic, CKKS is widely adopted for
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Figure 2.2: Depiction of the FHE ow.

Table 2.1: CKKS Parameters

Parameter [ De nition

N;n ( N7) Polynomial size, maximum slots packe(b )

Q. q Coe cient modulus, RNS bases Q = izo G
L;1 Multiplicative depth (#RNS bases - 1) |I<L
dnum Number of digits in the switching key

P, pi Special modulus and its RNS b.

K (= dgzx—e) | Number of RNS bases for P = iK:o Yo

w Word size (log pi;logqi)

Lpoot;Le Multiplicative depth of/after bootstrapping

benchmarking machine learning applications [Han+19; Kim+18]. Therefore, this
work targets the RNS (Residue Number System) CKKS [Che+18b]. Other FHE
schemes, such as BGV and B/FV, are also based on RLWE and require similar
operations to those in CKKS. Thus, these schemes can utilize the same design
methodology for varying parameters. In the following, we brie y describe the
main procedures within the RNS CKKS [Che+18b; HK19; I83P22] for ciphertexts
at level | (multiplicative depth is |) wherel <L, Q = ::O G, and L is the
maximum level. The residue polynomial associated with each modulusj in
the RNS representation is commonly called the RNS limb. A CKKS ciphertext
consists of components, e.g¢ = ( cp; 1), where ¢y and ¢, are vectors of limbs.
Table 2.1 describes the CKKS parameters, and algorithmic descriptions are
provided for dnum = L +1(K =1).

1. CKKEndm; pk): Encrypts messagem, and returns ¢ = (Co;C1) = v pk+
(  IDFT(m)+ eg;e1) 2 RS, whereep; e,/ v are sampled from distributions-

err=enc -

2. CKK®edc; sk): Decrypts ¢ using the secret keysk to return message
mP= DFT ' he;ski)= f(m).

3. CKKRdd(c; c9: As shown in Algorithm 2, this operation takes two input
ciphertexts ¢ and c® and computescagg = (do;d1) = (o + c3; ¢y + c9).

4. CKKMult (c; cY: It multiplies the two input ciphertexts ¢ and c® as shown
in Algorithm 4, and computes the non-linear ciphertext d = (dg;d1;d>) =
(co cJico €9+ ¢y c8;cr c9). Subsequently, CKKSKeySwitch transforms
dinto a linear ciphertext. The computation is done on data in NTT format.
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Figure 2.3: A high-level view of the Bootstrapping procedure used to refresh the
ciphertext's multiplicative depth.

5. CKKSRotate (c;rot; ksket ): It rotates the plaintext slots within ¢ by rot.
First, a permutation is applied to the ciphertext polynomial coe cients,
as shown in Algorithm 3. This permutation is called an automorphism
and is determined by the Galois elementgle=5™' mod 2N . Finally, the
permuted ciphertext is processed byCKK¥KeySwitch using the rotation

key kskot -
Algorithm 2 CKKS.Add[Che+18b] Algorithm 4 CKKSMult [Che+18b]
In: ¢c=(eo0;€1), c®=(ed;ed) 2 Ré‘ In: ct =(eo;el)2Ré‘
Out: Cadg = (To;d1) 2 RZQI In: Ct0=(68;62)2 Rél
1 do e+, d1 e+ ¢€d out; d=(do;dl:dz)2R%|

Algorithm 3 CKKS.Rot [Che+18b]

1: @ e €2

. — . 2 0

In: c=(eo;€1) 2 Ry, , rot 2, e €

Out: Crot = (do;d1) 2 R, 3:d; e €0
1: (8o;d1) rot (€0;€1) 40, di+er 68

6. CKKXeySwitch(d; ksk): It uses evaluation keysksk to homomorphically
transform a ciphertext decryptable under one key into a new ciphertext
decryptable under anotqgr (original) key, as illustrated in élgorithm 6. It
computesc®wherec®=  !_1d, kski 2 Rpo,.n andc®=  !_1di ksk} 2

0 i=zo U2 0 PQiiN 1 i=g Y42 1
Rpq,n . This is followed by ¢ = (do;di) + CKKSModDow@®) 2 R . .
CKK3ModDowh scales down the modulus P Q, to Q,), and is described in
Algorithm 5 following the works [HK19; KPP22].

7. CKKSootstrap : During homomorphic computations on the server, the
multiplicative depth | gets successively reduced until it reacheb=0. In
this case, no further multiplications can be done, and a bootstrapping
procedure (BS) [Bos+21b; CCS19; Che+18c] is required to refresh the
computational depth of a ciphertext. However, this process consumes some
of the refreshed depth, resulting in a ciphertext with a computational depth
| = Le (<L) post-BS. Figure 2.3 provides an overview of the BS process
used by CKKS [Bae+24], which consists of four steps.
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(a) Slot to Coe cient Conversion: After performing several compu-
tations, the initial ciphertext c¢ encrypting m is left with 1 RNS-base
o (I = 0). At this stage, the ciphertext contains an encryption of
m in slot form. SlotToCoeff converts this to a ciphertext encrypt-
ing the polynomial form m(x). This involves a homomorphic DFT
computation achieved through matrix multiplication with the DFT
matrix.

(b) Modulus Raising: A ModRaiseoperation is performed to raise the
modulus from g to Q. The resulting ciphertext c® now encrypts
m(x)+ g |(x). The extra term ¢ |(x) has low-magnitude integer
coe cients, multiplied by . The next goal is to eliminate gy 1(x) to
retrieve the original encryption by performing a modular reduction.

(c) Coe cient to Slot Conversion; Now, the ciphertext is converted
back to encrypt a vector in slot form m + ¢ |, again involving
multiplication with the IDFT matrix.

(d) Homomorphic Modular Reduction: The data, after
CoeffToSlot described above, is prepared foHomomorphic Modular
Reduction. This step usually uses a Chebyshev series-based poly-
nomial approximation of the modular reduction function [Al +22].
Together, these steps consume a computation depth ot < L, result-
ing in a ciphertext with a refreshed depthLe = L  Lpgt-

Algorithm 5 CKKSModDownChe+18b]
In: @2 RPQI
out: @°2 Rgq,

St INTT(A[ + 1)

1

2: for i =0 to | do

3 € NIt 27
4

5

ol pt (Al O

. end for

Slot to Coe cient Conversion: Converts the ciphertext from
slot form to polynomial form using a homomorphic DFT (Discrete
Fourier Transformation). This involves computing a homomorphic
matrix-vector multiplication, where the matrix is not encrypted, and
the ciphertext is the vector.

Modulus Raising:  Raises the modulus fromg to Q, introducing an
error term that needs removal. This requires a plain ModUp operation,

Coe cient to Slot Conversion: Converts the ciphertext back
to slot form after modulus raising via homomorphic IDFT (Inverse
DFT) computation. This also involves computing a homomorphic
matrix-vector multiplication.
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Homomorphic Modular Reduction: This step applies a Cheby-
shev polynomial approximation to remove the introduced error term
after Modulus raising. It results in refreshed computational depth.

Algorithm 6 CKKXeySwitch [HK19; KPP22] (for dnum = L +1)
In: d=(do;dq;d2) 2 R3QI, ksko 2 R'PQI;kskl 2 R'PQI
out: do=(af;a9) 2 Ré‘
for j =0 to | do

d2[ij]  INTT(d2[i]) 2 Zg;
end for
for j=0tol+1 do
(edhLeftinD o
for i=0 to | do

F NTT dafi] . ) 2 Zg

J|

Bl Ui+ kskolili] + U] T+ kskalili)
9: end for

10: end for
11: @8 do + CKKSViodDow(ed9, @2 o1 + CKKSModDow(ed9)

2.3 Hybrid Homomorphic Encryption

HHE addresses the above issues, and a detailed top-level overview of thiHE
protocol is depicted in Figure 2.4, and Table 2.2. It proceeds as follows.

The client has two types of keys, the symmetric encryption keyK and
asymmetric private and public keysf sK; pK g for FHE These keys are long-
term keys. The client needs to protect bothK and sK because knowledge
of sK can revealK , and this, in turn, allows the attacker to gain access to
all messagesn; as well as the results sent by the server.

Next, the client uses the public keypK to encrypt K using FHEnyp: and
sends this to the server at the beginning itseff. After this, whenever clients

INote that the client also computes evaluation keys and sends them to the server in the

Figure 2.4: The client symmetrically encrypts the plaintext (SE ENC) and sends it
to the server. The server converts it to FHE ciphertext, evaluates the
function, and returns the result. The client then decrypts (FHE DEC)
the nal ciphertext homomorphically.
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Table 2.2: A simpli ed algorithmic description of the HHE protocol. Here, i refers to
the i-th iteration of the HHE protocol.

| Client [ Server |
Initialization

Generate K and fsK;pK g
Krre = FHERc (K)pK
SendpK and K gqe ! ! SavepK and K gxe

Encryption using SE

Cige = Mi + E (Kini)
Send g, Ni, and f () ! ! Cige, Ni, and f ()
Homomorphic SE Decryption Circuit Evaluation ( HHD)
[ Giee = G FHE (ni;Kene)
Function Evaluation

Compute dige = f(Cipe)

Oipe Senddig,e
Result Decryption

f(mi) = FHBec (digye )sk | Decryption Oracle |

need to store or process data on the cloud, they us8E Encryption to
encrypt the message blocksn; using K and send the resultant ciphertext
G, = m; + E to the server along with the public noncen;. E refers to
the key-dependent permutation that results in a keystream, which is added
to plaintext for encryption.

The server uses the encrypted key Knealong with the noncen; to evaluate
the SE decryption (HHD) circuit homomorphically ( FHE ). This results in
a ciphertext (¢, which is only homomorphically encrypted under key
sK . This can now be stored on the server or processed as the client desires.

The client can retrieve the resultant ciphertext and usesK for decryption.

2.3.1 Pasta Scheme Design Overview

In the context of HHE, the variables can be categorized into two types: public
and private. As illustrated in Figure 2.5, the nonce (n) and the counter (ctr)
are considered public data, as they are known to both the client and the server.
In contrast, the key (K) is private and exclusively known to the client. For
HHD, this key is encrypted and securely transmitted to the server (this process
is done only once initially). Hence, bothK and the client's message ih;) remain
concealed from the server.

With the public and private variables clearly de ned, we now describe the
Pasta HHE scheme. We have choseRasta [Dob+23] for our implementation as
other HHE scheme designs can be viewed as adaptations or variations Bésta .

initialization phase. We do not mention them as they do not play a key role in our investigation.
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Figure 2.5: The Pasta -t permutation () takes as input the key (K ), nonce (n), and
counter (ctr), and generates the truncated result- key stream (KS).

This scheme operates as a stream cipher and comprises two variants: 3-round
Pasta -3 and 4-round Pasta -4. Figure 2.5 demonstrates thePasta permutation
(). Itis important to note that the operations outside the square box, denoted
as XOF(extendable-output function), are public. SHAKE128 is used for this.
Contrarily, the operations within the box are considered private (key-dependent)
and involve either addition or multiplication using modular arithmetic in Z,.
Here, p can be any prime between 16 and 60 bits depending on the specic
requirements of the underlying FHE scheme.

The state size @t) varies between thePasta -3 and Pasta -4 variants of the
scheme, wheret is the size of one block. Speci cally, forPasta -3, 2t = 128
coe cients, while for Pasta -4, it is 64. These2t coe cients are divided into
two halves, X | and Xr, and then processed via permutation. The resultingKS
(KeyStream) is added to the plaintext block (size t) for encryption. Each Pasta
round consists of several layers, described as follows:

A (A ne Layer): For this layer, an invertible matrix M; and a round
constant vector RC; are generated using the SHAKE128<OFoutput. Then,
the layer performs M ; X; + RC; operation, where X; represents the input
state comprisingt coe cients.

Mix (Mixing Layer): Following A, the two halves of the state are mixed
using the Mix operation. This operation transforms the state into (2 X +
XRr;2 Xgr + X_). This step is crucial for spreading values evenly across
the two-state halves.

S’=S (S-Box Layer): The next layer involves the S-Box operation. For the
nal round, the cube S-Box (S) is applied, while for all previous rounds, a
Feistel S-Box () is utilized. Both these S-boxes arenvertible.

(.

_ j ifi=0:
Sx) = X' (qu 1p)2 if | O.,
XI+(X!) 52 (modp) otherwise
Truncation Layer ( Trunc): It returns the X state as the nal output. This

is applied at the end (pre- nal) and truncates the output to prevent round
inversion.
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2.3.2 Invertible Matrix Generation Method

The ane layer in Pasta requires invertible matrices M ; to ensure one-to-one
mapping between input and output. The steps for generating them are as follows.

Generate a vector oft elements using SHAKE128XOFThis constitutes the
rst row of the matrix M?=[ o; 1; ; ¢ 1.

Next, use this row to generate the remaining rows using2.1) [GPP11;
Guo+11]. This ensures that the matrix is invertible

2 3
0 1 0 0
0 0 1 0
MITt = Mm! 81 j<t (2.1)
0O 0 O 1
0 1 2 t 1

2.3.3 Masta and Rasta design overview

Masta [Ha+20] follows a slightly di erent approach as shown in Figure 2.6.
It does not split the state into two halves like Pasta and comprises only two
primary layers: the a ne layer and the S-box layer. The a ne layer of Masta is
similar to that of Pasta ; however,Masta employs -S-box (Equation 2.2) only.
The pre- nal step is the most signi cant distinguishing factor between Pasta and
Masta . While Pasta opts for truncation at this stage, Masta employs modular
addition with the key. Both Pasta and Masta are versatile and can support
operations overFy, making them suitable for BGV and BFV. Rasta [Dob+18a]
is similar to Masta with the only di erence being operation over Z, and the
choice of S-box.

S (X))= X+ xI*2 4+ xI*1 XI*2 (mod p) (2.2)

Figure 2.6: The r-round Masta and a general idea of Hera and Rubato round
functions.

2.3.4 Hera design overview

Hera [Cho+21] adopts a distinct approach compared toPasta and Masta (as
shown in Figure 2.6). It comprises ve rounds, all utilizing cube S-boxes, thus
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requiring a modulus such thatgcd(p 1;3) = 1. The primary distinguishing
feature of Hera is its approach to the a ne layer. In this layer, matrix multipli-
cation (MC|MRutilizes constant low-hamming weight matrices, while the addition
of round constants is transformed into an add-round key function. For this, the
output of the XOHs multiplied by the encryption key, creating a key-schedule-like
e ect. After the S-box ( SB operation, every round adds this derived key to the
state. Importantly, Hera can be applied toFHE schemes ovel, (BGV, BFV,
and CKKS).

2.3.5 Rubato design overview

Rubato [Ha+22] was developed aftelPasta and Hera , utilizing design principles
from both schemes (Figure 2.6). Speci cally tailored for CKKS FHE scheme,
Rubato employs the same design philosophy aklera . However, it deviates
from Hera by employing feistel S-boxes instead of cube S-boxes for all rounds.
In its pre- nal step, Rubato utilizes truncation like Pasta and adds Gaussian
noise, making the ciphertext dependent on the hard problem of LWE. This, in
turn, limits its use case to CKKS and introduces an inherent precision loss in the
computation.

2.4 Polynomial Multiplication Techniques

Polynomial multiplication is one of the fundamental operations in lattice-based
cryptography. There are di erent approaches to implementing polynomial multi-
plication. The selection of the proper implementation method depends on the
scheme parameters, target performance, and platform. Most implementations
use the traditional NTT-based multiplication technique, while others show how
methods like schoolbookO(n?) or Karatsuba O(n%°) can be used.

2.4.1 Schoolbook Polynomial Multiplication

For polynqgﬂals B 2 Ry and b 2 Ry, the polynomial multiplication c=a bis
denedas |,' 1”:01 afi] b[j] x'*1. When the multiplication is performed in a
polynomial ring, a separate reduction operation with reduction polynomial (x) is
required. When (x) has a special form, this reduction operation can be merged
into the multiplication oBerati free of cost. For example, when (x) is x" +1,
c=a bisdenedas [t [ DD afi] b[j] xI*i Md M ysing
x" 1 [Liu+19]. Although the Schoolbook method has high computational
complexity (O(n?)), it works with every parameter set and does not impose any
constraints on the polynomial ring or ring modulus.

2.4.2 Karatsuba Polynomial Multiplication

Karatsuba method follows a divide-and-conquer approach and has the complexity
O(n'°923) [KO62]. Let a = apnx™2+ a; and b= byx"2 + b, be polynomials of
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Algorithm 7  The Cooley-Tukey NTT Algorithm [Sco17b]

In: A polynomial x with coe cients fxg; ;XN 19 where X 2 Zg, n;q
In: Table of 2n™ roots of unity g, in bit reversed order

Out: R NTTX), & 2 Zq, in bit-reversed order

1: ttm (n=2);1

2: while (m<n) do

3: k O

4: for (i=0;i<m;i=i+1)do

5: for ( = k;j< (k+1);j=j+1)do

6: vV  x[j+t] g[m+i] (mod q) . Buttery operation starts.
7 x[j +t] x[j] V (mod q)

8: x[]l x[{l+ V (mod q) . Butter y operation ends.
9: end for

10: k k+2t

11: end for

12: t;m t=2;2m

13: end while

14: return X

sizen whereay,, aj, by and b are (5 1)-degree polynomials. Thena b can be
written as (a, by)x"+(an by+a; bp)x"™2+(a; b). Karatsuba method
reduces the number of(5  1)-degree polynomial multiplications from 4 to 3 by
usingtheterm(a, b +a by)=(an+a) (byr+b) an by, a b.
Karatsuba can be applied recursively to reduce the size of the multiplication
operations.

2.4.3 NTT-based Polynomial Multiplication

The Fast Fourier Transform (FFT) is an e cient method to compute the DFT.
De ned over complex numbers, the FFT is particularly useful in reducing the
complexity of DFT from O(N?2) to O(N logN). This makes it highly relevant in
FHE schemes, where e cient polynomial arithmetic is essential. NTT is de ned
as the Discrete Fourier Transform over nite elds Zq . As shown in Algorithm 7,
an n-point NTT operation transforms a polynomial a of degreen 1 degree
polynomial into another n 1 degree polynomiala. The NTT uses the powers
of n-th root of unity ! (also referred to as twiddle factors) which satises! " 1
(modg) and!' 61 (modg) 8i<n,whereq 1 (modn). Here, qrepresents
an RNS base,q. Similarly, inverse NTT (INTT) follows the same method with
the modular inverse of! , and the resulting coe cients should be scaled by1=n.
The NTT implementation techniques can be broadly classi ed into three types:
Iterative, Pipelined, and Hierarchical. The major di erence between works is
how they instantiate the butter y unit highlighted in Algorithm 7.

Iterative.  In this type of implementation, the prior works [Mer+23;
Scol74a] instantiate multiple butter y units to process the inner “for' loop
(Algorithm 7) simultaneously, hence faster. Thus, the runtime of the NTT

transformation for m butter y units is 3"
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Figure 2.7: Hierarchical (4-step) NTT datapath for n =16. DIT stands for Decima-
tion in Time, and DIF stands for Decimation in Frequency.

Pipelined. This is a bandwidth-e cient implementation where the butter-

y units operate in pipelines instead of in parallel. It is also used by prior
works [YCH22; Zha+21] for applications such as zero-knowledge proofs,
where the polynomial degree is huge. It can be considered a stage unrolled
NTT, where the unrolling is done based on the outer “for' loop instead of
the inner loop (in Algorithm 7). While its latency does not decrease, its
throughput is much higher and useful for applications requiring multiple
polynomial NTT transformations.

Hierarchical (4-Step). This implementation technique adopted by
[Fel+21], predominantly utilizes the rst technique as shown in Figure 2.7.
It splits one polynomial into a matrix of dimensions N; N, = n. The NTT
units transform N; coe cients using multiple butter y units instantiated

in parallel, and there are N, such sets to process alN; N, coe cients.
After this rst operation, the resultant data is transposed and multiplied
by twiddle factors. Finally, other NTT units transform N, coe cients
using multiple butter y units instantiated in parallel, and there are N3
such sets to process all the coe cients. To save aredN;; N, are chosen
so that N; = N,. This way, the same NTT unit can be utilized for both
transformations (N; N3, N2 Nj). In this case, the transpose operation
becomes complex and expensive asincreases.

2.5 Implementation Attacks Overview

2.5.1 Correlation Power Analysis

Correlation Power Analysis (CPA) is a side-channel attack that exploits the
relation between secret values and power consumption during computations. First
introduced as an extension of Di erential Power Analysis (DPA) [KJJ99], CPA
was studied in [BCO04; CKNOO; May00]. A CPA attack targets an intermediate
computation of the form r = f (v;s), wherev is a known input, s is the secret,
and r is the result [MOPO7a]. Power consumption is commonly modeled using
Hamming weight leakage model, which assumes that the power consumption
is proportional to the number of set bits in an intermediate register valuer.
Over many executions, this leakage reveals information abous. The attacker
collects power traces from multiple runs, guesses intermediate values for all
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possible secrets, and maps them to predicted power using the leakage model. By
correlating the predictions with the measured traces (via Pearson correlation),
the secret yielding the highest correlation is identi ed. In practice, many traces
are required for accurate recovery.

2.5.2 Masking Countermeasure

Masking is a key countermeasure against power analysis attacks, including
Simple Power Analysis, Di erential Power Analysis, and Correlation Power
Analysis. Masking a computation means replacing every intermediate value
with a randomized tuple (named a sharing) that represents the value, and whose
elements are the shares. Then, all computations are modi ed to operate on
these shares: every computation is replaced by a gadget that performs the same
computation on the shares. In this thesis, we are mainly interested in rst-order
arithmetic masking, where the sharing of a valuex 2 Z4 is a tuple (Xo; X1) 2 Zg
such that xo+Xx; = X mod g. The sharing(Xo; x1) of x is uniform if its probability
distribution is uniform over the set (Xg;X1) 2 Zﬁjxo + X1 = X modZq , and
a sharing isfresh if its distribution over that set is independent of any other
value in the computation (excluding values that are computed from these shares).
As a particular case, Boolean masking is arithmetic masking inZ,. We also
extend the notion of sharing to polynomials (coe cient-wise): arithmetic shares
of s 2 Ry are the tuple (so;S1) 2 Rq if So+ S1 = s.

The fundamental concept involves splitting each sensitive variablex into d+1
uniformly distributed random masked variables, referred to as shares, wheré
represents the masking order. Chari et al. [CRR02] were the rst to propose this
technique, demonstrating that the measurement complexity of a single-bit DPA
increases exponentially with the value ofd [CRR02]. The security of masking
is most often studied in the t-probing model [ISWO03]. A gadget ist-probing
secure if any set oft (t =1 for rst-order masking) intermediate values in the
computations (named probes) is independent of the secret values of the inputs
of the gadget, assuming that the input shares are fresh. This abstract leakage
model does, however, not cover the leakage caused by glitches (or other intra-
cycle data-dependent timing) in hardware implementations, which led to the
introduction of the glitch-robust probing model [Fau+18]. In this model, a probe
on a wire observes not only the value of the wire but also all the inputs of the
combinatorial circuit that computes that wire; therefore, only the synchronization
elements (i.e., the registers) stop the propagation of glitches.

2.5.3 Dierential Fault Analysis of SE

Di erential Fault Analysis is a physical attack that exploits information leaked
from faulty computations on a victim's device. Faults are induced by forcing
the device to operate in unexpected environmental conditions (such as high
voltage surges, clock or EM glitches) and the observed di erences between fault-
free and faulty outputs are analyzed to reveal information about the internal
states. The standard DFA threat model involves a victim device that runs
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encryption/decryption protocols with a secret key and an adversary capable of
inducing faults in its computations. It also allows the adversary to function in
a chosen plaintext or ciphertext setting. The works [Rad+23; RBM21] make
an even stronger assumption by allowing repetition of nonces to mount e ective
attacks.

As pointed out by the authors in [Dob+18b], repeating nonces always incurs a
certain loss of security, and the inability to repeat the nonce renders conventional
DFA techniques infeasible [SKC14]. The authors in [Dob+16] consider a nonce-
respecting threat model for AES-GCM but require multiple encryption queries
while necessitating that the client not realize the tag is incorrect and refresh the
key. This is a strong assumption for FHE use cases.

The susceptibility of classical SE schemes to fault attacks has been extensively
analyzed. Several key-recovery attacks have been demonstrated for RSA-CRT
Signatures [BDL97], AES [AM11a; Bar+10; GSR24; Hir+24; Muk09; TMA11].
Prior works [AM11la; SMC09; TMA11l] demonstrate that even a single fault
during AES encryption can signi cantly reduce the key space, which can be made
unique using known plaintext-ciphertext pairs. We consider DFA over other
attack techniques, such as Statistical Ine ective Fault Attack (SIFA) [Dob+18b]
or Fault Template Attacks (FTA), because of the HHE setting. The Symmetric
Key used in the HHE context is ephemeral and can be refreshed more often than
in the traditional Symmetric Encryption setting. This is a problem for techniques
like SIFA or FTA that rely on many faulty and fault-free traces under the same
key. Moreover, there has been no SIFA or FTA analysis of the new HHE-enabling
schemes. Therefore, whether such attacks are even feasible on the new schemes
is unknown.



Uni ed Cryptoprocessor for
Post-Quantum Schemes

Breu

In this chapter, we rst describe our uni ed architecture for Saber and
Dilithium. Then, inspired by those ndings and in response to NISTs selection
of Kyber and Dilithium, we present a new, uni ed design methodology for
Kyber and Dilithium- KalL.i.
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3.1 Introduction

This work proposes a design methodology that covers three vital aspects for
the future implementations of the PKC algorithms. The rst is the need to
make auni ed design . A majority of PKC applications require both DSA
and KEM. Therefore, the design decisions should be adapted to help unify the
two algorithms for saving area via resource sharing. Secondly, the design must
be compact . The new PKC schemes require much larger memory and logical
units to store and process the keys. If we do not attempt to make these designs
compact, a lot of resource-constrained CPUs that were designed for classical PKC
schemes will be rendered inoperable. The nal aspect iagility/ exibility . The
architecture design should consider the ever-evolving nature of these algorithms.
It will not only help prevent the overconsumption of hardware resources but also
enable a smooth transition.

At the time of this work, most of the prior works in literature focused on stan-
dalone e cient hardware implementations [Alk+20; BAK21a; BAK21b; BKS19;
BNG21; Dan+20; DMG21; FSS20a; Hua+20; LSG21; Ni+22; RB20; Ric+21;
Xin+20; XL21a; Zho+21] of PKC schemes. The real-life applications often require
both types of schemes. Therefore, these works fell short of providing complete
area and timing results for the implementations that make the communication
post-quantum secure. The authors in [BUC19b; Zha+22b] presented hardware/-
software (HW/SW) co-designs for Dilithium and Kyber. Since they keep some
part of the design in software, it was not su cient to provide a good estimate for
hardware-only architectures. There was a need for a uni ed implementation of
these two types of schemes, completely in hardware, to get better performance.
We addressed this research gap in this Chapter.

This chapter rst describes the uni ed design for lattice-based KEM Saber
[DAN+21] and DSA Dilithium [Bai+21], which were the nalists in NIST's
standardization e orts 1. We extend this with another uni ed architecture for
the NIST-selected KEM Kyber [Sch+21] and Dilithium. We unify the extensive
building blocks of these schemes and call the resultant architecture of the latter
two schemes-KaLi. The design choices aim for reduced area consumption.
As a step toward agility, the architecture is modelled as an instruction-set
cryptoprocessor. We make the following design decisions towards our goal.

1. Polynomial multiplication is a time- and area-consuming operation in
all schemes. To realize a unied polynomial multiplier for Saber and
Dilithium, we use the NTT method of polynomial multiplication for both
Dilithium and Saber. We show that by using Dilithium 's prime, Saber
could use the NTT-based polynomial multiplier of Dilithium readily at the
cost of a negligible execution error probability. For KaLi, we propose a
compact polynomial multiplier architecture that works optimally for the two
cryptographic algorithms. Dilithium has a 23-bit prime modulus, whereas
Kyber has a 12-bit prime modulus. A uni ed polynomial arithmetic unit is

1At the time of this work, this project was in its second round with Saber and Dilithium as
one of the nalists
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designed, such that it can process two sets of 12-bit Kyber coe cients. This,
in combination with e cient memory management, enables performing
arithmetic operations for Kyber twice as fast as Dilithium.

. All schemes use Keccak-based pseudo-random number generation and hash

calculations. However, the pre- and post-prcoessinf performed by these
schemes on the input/output data of the Keccak modules di ers. To make
our cryptoprocessor compact without compromising speed, we implement
an optimized wrapper around the Keccak module for performing scheme-
speci ¢ pre/post-processing of data on the y. That reduces both the area
and the cycle counts signi cantly.

. The remaining scheme-speci c building block are optimized to reduce

their memory access overheads and area. Although these scheme-speci c
blocks have a linear time complexity, we observe that their optimized
implementations (for all the security parameters) in hardware require low-
level bit and word manipulations.

. Starting from the optimized building blocks, we construct a programmable

instruction-set architecture (ISA). The ISA computes all the signature and
KEM routines and supports all the security levels of these schemes. The
designed ISA o ers the parallelism to execute several data-independent
instructions concurrently so that the KEM and signature operations get
faster. The data memory of the ISA is organized to enable concurrent
reads/writes by the parallel instructions.

. KaLi is engineered separately for the ASIC platform to reduce area overhead.

It uses two clock domains, where the memory unit works at a higher clock
frequency than the logic unit. This allowed us to use single-port memory
instead of dual-port memory used in the FPGA implementation, thus
further reducing the area consumption.

The relevant background for understanding the schemes is provided in Chap-

ter 2. This Chapter is organized as follows. Section 3.2 identi es the synergies
between the two schemes- Saber and Dilithium, and presents their hardware
architecture. Next, in Section 3.3, we discuss the synergies between Kyber and
Dilithium and how it is exploited for designing- KaLi. This is followed by results
showcased in Section 3.4. Finally, we present a discussion to conclude the Chapter
in Section 3.5.

3.2 Architecture Design for Saber and Dilithium

Both Dilithium and Saber are based on module lattices, and therefore, they share
several structural similarities. For example, both schemes operate on matrices
and vectors of polynomials, where the polynomials are always of 256 coe cients.
Hence, the underlying polynomial arithmetic operators are common to Dilithium
and Saber. Furthermore, both schemes use Keccak-based hash functions and
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pseudo-random number generators. Interestingly, the accumulated time spent
on polynomial multiplications, pseudo-random number generations, and hash
calculations in the two protocols is around 90% of the overall protocol execution
time [Kan+19]. In summary, we observe that the most time-critical primitives in
Dilithium and Saber have similarities.

3.2.1 Polynomial multiplication, pseudo-random number
generation, and hash computation

We have two options for implementing polynomial multiplications in Dilithium and
Saber. The rst option is to instantiate an NTT-based multiplier for Dilithium
(which uses a prime modulus) and a schoolbook or Toom-Cook or Karatsuba
multiplier for Saber (which uses power-of-two moduli), following [RB20], so
that both schemes can be executed at their optimal speeds. One signi cant
disadvantage of this approach is that the architecture requires a large area due to
the presence of scheme-speci ¢ multipliers. Furthermore, a large area requirement
could potentially slow down the clock frequency of the implementation due to the
increased routing and placement complexities. The other option is to instantiate
a common polynomial multiplier for both Dilithium and Saber. In this case,
the common polynomial multiplier must be NTT-based as the speci cation of
Dilithium [Zha+22a] makes the use of NTT-based multiplication an integral part
of the protocol. Saber [DAn+21] could use any type of polynomial multiplication
method, including the NTT-based one.

Both Dilithium and Saber use the Keccak-based hash function SHA3 and
pseudo-random number generator SHAKE. Therefore, both schemes could use
a common Keccak core along with an appropriate wrapper around the core for
realizing di erent SHA3 and SHAKE functionalities.

Prime selection for Saber  To use the NTT-based polynomial multiplication
in Saber, a su ciently large NTT-friendly prime ¢ is needed to ensure the
correctness of the multiplication [Chu+21a]. The polynomial multiplication will
be erroneous if a true modular reduction byq® takes place during the internal
computation steps. We have two main options for choosing the primey®. The
rst option is to choose a su ciently large o° to ensure no true modular ever
happens. The other option is to use a relatively smaller prime that o ers some
computational advantages over the rst option while maintaining a negligible error
probability. We describe both options in the following part of this subsection.

Prime selection for error-free multiplication in Saber: To select a prime
for Saber which will work for all security levels of Saber without any error, we
consider the maximum value that a polynomial coe cient can have after the
polynomial multiplication operation. In Saber, one of the input polynomials of a
polynomial multiplication operation is always a secret key polynomial which has
small coe cients in the range [ ;5] where is 10, 8, 6 for LightSaber, Saber,
FireSaber, respectively [DAn+21]. Similarly, the second polynomial operand
of the polynomial multiplication operation in the Saber scheme is always a
polynomial with coe cients in the range [0;q 1] whereq=213. If we remap
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the coe cients in [0;q 1] to respective coe cients in [ %g 1], then the
maximum value that a coe cient of the polynomial multiplication result can
haveis; 4 n=5 22 28 Similarly, the minimum value that a coe cient of
the result can have is 5 2'2 28, Therefore, a 24-bit prime ¢, can be used
in Saber as it will be larger than2 5 22 28 and therefore no true modular
reductions will ever take place during a polynomial multiplication.

In Saber, polynomial matrices and vectors are multiplied, and therefore several
polynomial multiplication results are accumulated. These accumulations can
be performed directly in the NTT domain to avoid unnecessary inverse NTT
transforms. Taking the accumulation into consideration, the maximum and the
minimum values that a coe cient of the accumulated result can have will be
larger than g n or lower than - % n, respectively. The exact maximum
value will depend on the dimensions of the matrices and vectors. The public
polynomial matrix of Saber has the dimensionl | wherel is 2, 3, and 4 for
LightSaber, Saber, and FireSaber, respectively [DAn+21]. The vectors are of
sizel polynomials.

Hence, the maximum value that a coe cient can take after a matrix-vector
multiplication is | 5 3 n, which will be at most 3 4 22 28 when Saber
or FireSaber is used. Similarly, the minimum value that a coe cient can take
after a matrix-vector multiplication is 3 4 2'2 28 Therefore, o is required
to be at least 25-bit to ensure the zero error probability for the matrix-vector
multiplication in Saber. We selected the 25-bit prime gd; = 22° 24 +1 for
implementing the error-free matrix-vector multiplication of Saber. The sparse
structure of the prime enables a fast and lightweight modular reduction circuit.

Prime selection for ensuring a negligible error probability: In the previous
subsection, we saw that a 25-bit prime is required when we consider the worst-case
scenario. In practice, the probability of having a polynomial coe cient close to
the worst-case bound is negligible as the coe cients of the secret polynomials
are binomially distributed in the range [ ;5] and the coe cients of the public
polynomials are uniformly distributed in the range [0;q 1]. One attractive
choice is the 23-bit prime modulus of Dilithium. With this special prime, Saber
can trivially use the NTT-based polynomial multiplier of Dilithium for computing
its own polynomial multiplications. At the same time, we must be sure that the
smaller prime does not cause a non-negligible error probability.

We now describe a method for estimating the probability of error when
a prime smaller than 25 bits is used in Saber's NTT. Note that an error will
happen when any resultant coe cient after a matrix-vector multiplication satis es
jcoe .j > q%2 causing a true modular reduction by ¢®. To keep the analysis
simple, we assume that the secret coe cients are also uniformly distributed
in [ 5;5]. When we perform a polynomial multiplication between a secret
polynomial and a public polynomial, both of which follow uniform distributions,
Irwin-Hall states that the coe cients of the resultant polynomial will follow a
normal distribution [JKB95]. Note that a binomially distributed polynomial
is signi cantly sparse compared to a uniformly distributed polynomial in the
same range. Hence, the assumption that the secret coe cients follow a uniform
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Table 3.1: Distribution parameters and error probabilities

LightSaber Saber FireSaber
Mean 115.72 48.06 -29.32
Std. dev. 119708.81 97825.69 75672.40
Accumulated mean 231.45 144.18 -117.28
Accumulated std. dev. 169293.83 169439.06 | 151344.81
P(jcoe J > q 04:2) 2 1774 2 1837 2 27219
P(jcoe .j>q2;=2) 2 448 2 448 2 558

distribution enables a more conservative approximation (i.e., an upper bound) of
the computation error probability.

We experimentally veri ed the above statement. We used a Python script
to generate pairs of polynomials where the coe cients of the rst polynomial
are uniformly random in the range [ -, 5]. For the coe cients of the second
polynomial, we experimented on both[ q=2;9=2 1]and [0;q 1], and selected
[0;g 1]to get the more conservative measurementThen the two polynomials
within a pair are multiplied. The experimentation was performed for millions of
independent pairs. The scattered cyan plot in Figure 3.1 shows the distribution
of the resultant coe cients from our experimentation. We observe that the
experimental distribution closely resembles a normal distribution, and therefore,
the Irwin-Hall statement is found to be valid in this scenario.

From the experimental data, the mean and the standard deviation were
calculated to plot the theoretical normal distribution (in black color) in Figure 3.1.
When such | independent polynomial multiplication results are accumulated,
the resultant coe cients will follow a ngrmal distribution with the mean and
standard deviation increasing byl and ~ | times, respectively. In Table 3.1, the
distribution parameters are presented for all three security levels of Saber.

Next, we used the cumulative distribution function of the normal distribution
to estimate the upper bound for the error probability. Table 3.1 shows the
error calculation for a 23-bit prime (¢f; = 222 213 +1) and a 24-bit prime
(9, =2%* 2% +1). We can see thatthe upper bound is extremely low for both
the primes. Therefore, the use of Dilithium's 23-bit prime in Saber's NTT-based
polynomial multiplication causes negligible error possibilities for all three security
levels of Saber.

The authors in [Bas+21a] also provide an error probability estimate when
Dilithium's prime is used for Saber. They used combinatorics to count all
the possible combinations of a polynomial pair that can lead to an error after
polynomial multiplication. Their approach is specic to a single polynomial
multiplication as they do not take the accumulation of polynomial multiplication
results into consideration for calculating the error probabilities.

3.2.2 Remaining scheme-speci ¢ building blocks

The remaining building blocks in the two schemes share few similarities, and
they mostly perform simpler operations (i.e., addition, packing) with linear
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Figure 3.1: Distribution of coe cients after multiplication between secret and public
polynomials with coe cients in the range [ ;3] and [0;q 1].

time complexity compared to the polynomial multiplication and pseudo-random
number generation operations. To further reduce area consumption, an option
could be to resource-share a common set of arithmetic circuits (e.g., addition
and subtraction) with algorithm-speci ¢ nite-state machines for generating the
control signals. This design decision might decrease the area, and at the same
time, it might make the overall design more complex and serial instead of parallel.
Therefore, to make the design simple and easily con gurable, we decided to
keep the scheme-speci ¢ blocks separate in the implementation. However, we
do perform optimizations within these blocks. For example, we combine all
the di erent packing and unpacking methods required by Dilithium to create

a uni ed pack/unpack unit that consumes signi cantly less area compared to
separate implementations.

Next, we describe how we design a compact and uni ed architecture for the
lattice-based signature scheme Dilithium and PKE/KEM Saber. Our target
is to support all the subroutines and all the security levels of Dilithium and
Saber in the same cryptoprocessor. Therefore, we chose the instruction-set
architecture (ISA) framework for developing our uni ed cryptoprocessor. In
this framework, the primitive building blocks are “instructions' that are called
in an appropriate sequence during the execution of a cryptographic protocol.
Therefore, programmability or exibility is inherent to the ISA framework, which
is a desirable feature for supporting multiple cryptographic schemes.

The high-level block diagram of the proposed uni ed cryptoprocessor is
shown in Figure 3.2. The uni ed cryptoprocessor for Dilithium and Saber has
a common NTT-based polynomial multiplier, a common Keccak-core (with a
wrapper around it), and all the scheme-speci ¢ building blocks. The rst two are
the most expensive in terms of both computation time and area requirements, and
thus, they must be well optimized to make our uni ed cryptoprocessor compact
and e cient.
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Figure 3.2: The high-level design of the cryptoprocessor with the Saber, Dilithium
and common modules are in green, blue and red, respectively.

3.2.3 NTT-based uni ed polynomial multiplier

This section describes the design decisions we made for implementing the NTT-
based polynomial multiplier architecture for Dilithium and Saber. Following
the o cial reference code of Dilithium, we use the Cooley-Tukey (CT) and
Gentleman-Sande (GS) butter y con gurations for the NTT and INTT, respec-
tively. Figure 3.3 shows the internal blocks of the uni ed buttery core. The
proposed uni ed butter y core can work with both CT and GS butter y con-
gurations. Both butter y con gurations perform operations using unsigned
arithmetic in a uni ed butter y core. The circuits are all pipelined to achieve
high clock frequency.

E cient modular reduction unit: If Dilithium's prime is used for Saber's
NTT, then just having an e cient modular reduction circuit for the 23-bit
prime will be su cient. Otherwise, if Saber uses the 24-bit or 25-bit primes
(that are dierent from Dilithium's prime) then a resource-shared modular
reduction circuit will be required. As the primes have a similar pseudo-Mersenne
structure, designing and implementing a uni ed modular reduction unit will
have a very small area overhead compared to a single prime-speci ¢ reduction
unit. We followed the add-shift-based modular reduction method [Yam+21a]
and employed a similar fast modular reduction technique to create a uni ed
modular reduction unit. Both Dilithium and Saber primes have the form of
g=2* 2¥+1, which allows e cient modular reduction operation by using the
property 2* 2 1 (mod q).

When the Dilithium prime is used for both schemes, a modular reduction
unit for 222 213 + 1 is implemented and used for both schemes. The property
223 213 1 (mod q) is used recursively (i.e.,q[45 : 23] 22% + ¢[22: 0] = ¢[45:
23] (213 1)+ [22: 0) to generate six partial results which are added e ciently
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Figure 3.3: Internal architecture of the uni ed butter y unit. The dotted routing
lines for signals a and b are used to represent long interconnects

Figure 3.4:  Uni ed modular reduction unit

using a carry save adder tree. Finally, a correction is performed to bring the
result to the range [0;q 1]

When Saber uses a 25-bit (or 24-bit) prime, a uni ed modular reduction unit
for 222 28 +1 and2?® 21 +1 (or 22 2% +1)is implemented. Since both
primes have similar structures, six partial results are generated for each reduction.
Then, partial results are selected based on the scheme in use and the same steps
are followed as a modular reduction unit for the Dilithium prime. Figure 3.4
shows the high-level diagram of the uni ed modular reduction unit.

Memory arrangement:  As one butter y core consumes two coe cients and
simultaneously produces two coe cients every cycle, we always keep two coe -
cients in a single memory word following [Roy+14]. This enables reading/writing
two coe cients with just one memory read/write. Our NTT unit has two such
butter y cores in parallel to reduce the cycle count of NTT. To feed the two
butter y cores, we spread the coe cients into two BRAM sets. This spreading

is necessary because a single BRAM set can only feed one butter y core due
to limitations in the number of read/write ports. In this way, a polynomial of
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Figure 3.5: High-level architecture of polynomial arithmetic unit

256 coe cients occupies a total of 128 memory words, of which 64 are in the
rst BRAM set, and the remaining 64 are in the other BRAM set. Note that
generally, e cient implementations propose storing the coe cients to be pro-
cessed together, and this arrangement is maintained throughout the NTT/INTT
iterations. However, since the coe cients are generated sequentially, we plan to
utilize them in the same way instead of preprocessing them to use the strategies
existing in the literature.

Figure 3.6 shows the arrangement of coe cients in memory words during
NTT loop iterations using a toy example. During the NTT loops, the newly
generated coe cients are written back in the BRAMs such that during the next
iteration of the NTT loop, the required coe cients for each buttery can be
read as a pair from the memory. In the rst iteration, the coe cients (shown in
blue colour in Figure 3.6) zero and eight are input to the rst butter y unit, and
the coe cients one and nine are input to the second butter y unit. After the
rst iteration, we want the processed coe cients eight and nine to be stored in
BRAM1, at the address where the coe cients four and ve are currently stored.
This will simplify the coe cient read pattern during the next iteration of the
loop. Because coe cients four and ve have not been processed yet, we cannot
write new values to their memory locations. We solve this problem by changing
the order in which the coe cients are processed. Hence, we read the coe cients
four and ve, and similarly twelve and thirteen, immediately after reading the
coe cients zero and one, and eight and nine, respectively.

We add pipeline stages in between to avoid con icts when writing coe cients
eight and nine while reading coe cients four and ve. Thus simplifying the
control logic of the NTT and avoiding any read-write conict. One NTT or

Figure 3.6: Coe cients in memory for 3 iterations of NTT for n =16
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INTT operation takes only 512 clock cycles. A high-level view of the complete
polynomial arithmetic unit architecture is shown in Figure 3.5. For simplicity,

we have designed two separate controllers for NTT/INTT and the remaining
operations.

Post-processing elimination after INTT operation: At the end of the
INTT operation, the resulting coe cients are scaled by 1=n, which requires an
extra n modular multiplications. In our design, this extra scaling is removed by
performing division by two in (mod q) for each butter y operation output in
the Gentleman-Sande con guration during INTT operation. The division by two

in (mod g) can be performed using only add and shift operations as shown in
Equation 3.1 [Yam+21a]. This way, both the NTT and INTT implementations

in our architecture are of the same cost and require no post-processing. This
technique reduces the cost of INTT operation by 20% at the expense ofa slight
increase in the hardware logic.

(mod @ = (x 1)+(x & Oxl) (q’;l) (3.1)

NI X

3.2.4 SHAS3-256/512 and SHAKE-128/256 unit

Many PQC schemes, such as Dilithium and Saber, utilize Keccak-based op-
erations, including the hash function SHA-3 and the pseudo-random number
generator SHAKE. For implementing the Keccak-based hash and expandable
output functions, we instantiate a single high-speed Keccak core in the proposed
cryptoprocessor architecture. The implementation of the Keccak core is similar
to the high-speed Keccak core available on the Keccak-team website [Teal9].
We use a wrapper module around the Keccak core to perform the parsing of
input and output data bits. Additionally, the state bu er has been modi ed to
enable the generation of pseudo-random polynomial coe cients in scheme-speci ¢
optimal representations, which can then be stored directly in the memory of the
cryptoprocessor. This strategy helps reduce the overall cycle counts for both
Dilithium and Saber.

The type of parsing varies depending on the operation mode. For example, the
public polynomials of Saber are generated by directly picking 13-bit coe cients
from the SHAKE-128 output. Whereas, the secret polynomials are generated by
passing the SHAKE-128 output to a binomial sampler. Similarly, Dilithium's
public and secret polynomials are generated using di erent types of rejection
samplers. To explain the wrapper, we take Saber's public polynomial generation
as a case study and later discuss how we use a similar methodology for di erent
samplers.

Generating Saber's public polynomials: Saber's public polynomials, gener-
ated using SHAKE-128, have a 13-bit coe cient size. Before these polynomials
are multiplied, they are converted into the NTT representation in our uni ed
cryptoprocessor. As described in Section 3.2.3, the NTT unit requires its operand
data to be present in “two coe cients per BRAM word' format, for reading
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and writing the coe cients e ciently. One option for processing the public
polynomials is to generate a continuous bitstream in 64-bit words (the default
output format of Keccak), then store the words in BRAMs, and later parse
them into 13-bit coe cients using separate parser hardware. This approach is
inherently sequential and results in a bloated cycle count and increased area
consumption due to the required parsing bu ers. To avoid such a redundant
memory read/write step, we modify the output bu er of Keccak to directly
produce a pair of 13-bit coe cients during the generation of the public matrix A.
However, this strategy requires a bookkeeping mechanism as the output length
of a SHAKE-128 squeeze operation is 1,344 bits, which is not a multiple of 13.
Therefore, after each squeeze of SHAKE-128, there will be leftover bits that must
be prepended to the output string generated by the next SHAKE-128 squeeze
operation. We observe that during the generation ofA in Saber, the number
of leftover bits is always an even number in[0; 24]. We use this observation to
simplify the implementation of the Keccak-output bu er.

The prepending of the leftover bits to a newly generated SHAKE-128 squeeze
output requires shifting and lling of the bu er bits. As the size of the Keccak
output bu er (when operated as SHAKE-128) is 1,344 bits, which is quite large,
we investigated e cient implementation techniques that reduce the area-overhead
without a ecting the cycle count. The naive method is to implement a simple
multiplexer that updates the output bu er with 1,344 bits of the Keccak state
and the leftover bits. But since there can be 13 (even numbers in [0, 24]) such
possibilities, we will require a 13-to-1 multiplexer for assigning to a bu er of
size 1,368 (=1344+24) bits. With this implementation option, there are 13 shift
possibilities and as a consequence, the multiplexing overhead is8000 LUTs,
which is large. We aim to create a highly e cient and lightweight design for our
hardware; therefore, we need a signi cantly better solution.

We proposed an e cient method for handling the remaining bits using a small
“left-over-bits bu er. After the Keccak squeeze is done, we write the remaining
bits to the leftover bits bu er. To avoid using a multiplexer for deciding on the
number of remaining bits we need to pick, we just write the last 24 bits, which is
the maximum possible nhumber of remaining bits. To put these remaining bits into
the Keccak output bu er, we rst need to align the bits in the leftover-bits bu er
to the left. In order to reduce the hardware cost, we decided to use only “shift by
two' or “shift by four' operations for this alignment. Finally, the content of this
left-over-bits bu er is concatenated at the beginning of the Keccak output bu er,
using only “shift by two' or “shift by four' operations. An example for handling
18 leftover bits using the proposed left-over-bits bu er method is illustrated in
Figure 3.7. Since we run Keccak in parallel with NTT, the extra cycle count for
this bookkeeping does not account for an increase in the total cycle count.

Other sampling operations: Saber uses a binomial sampler for generating
secret polynomials, which is implemented as a separate unit. Dilithium requires
three di erent rejection sampling: uniform, , and sampling. For the uniform
and sampling, we need to extract 24 and 4 bits from the Keccak output bu er,
and we can utilize the Keccak output fully after every squeeze. On the other
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Figure 3.7: Example of bookkeeping with 18 remaining bits

Figure 3.8: High level architecture of Keccak that supports all the modes of Keccak
as well as samplers

hand, the sampling needs 18 or 20 bits from the Keccak output, and it does
not utilize the Keccak output fully after every squeeze, with some leftover bits.
The same approach of shifting the output bu er and leftover bit bu er as
described in the previous section can be used for sampling as well. However,
this leads to a Keccak output bu er generating six di erent types of outputs: 4,
13, 18, 20, 24, and 64 bits. This can be controlled using a multiplexer, which in
hardware is very expensive. To reduce costs, we use an intermediate bu er of
size 192 bits (=lcm(4; 24; 64)) and utilize it for compressing the results for 4, 24,
and 64 bits. The Keccak output bu er then outputs only four di erent types of
outputs: 13, 18, 20, and 192 bits, thus saving around 1200 LUTs in FPGAs.
A high-level view of the complete architecture of the SHA-SHAKE unit with
samplers is shown in Figure 3.8. The datapaths for Keccak modes and samplers
are combined into a single unit. This is then controlled by the squeeze controller.

3.2.5 Remaining scheme-speci c building blocks

In the above sections, we discussed how we e ciently implement a common poly-
nomial arithmetic unit for Dilithium and Saber. We also discussed the optimized
implementation of other major area-consuming blocks. In this section, we discuss
how we implement the remaining building blocks and various instructions that
our cryptoprocessor provides to realize a exible instruction-set cryptoprocessor.
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Note that the output given after the polynomial multiplication now has two

coe cients per word instead of 4 coe cients per word storage style used in [RB20].
This causes Saber building blocks to consume more clock cycles. However, we
can avoid the extra clock cycles required for pre-processing the input for feeding
into these modules. Architectures for the Saber-speci ¢ modules are as follows.

" Modules "Unpack (Saber)', "AddPack’, and "AddRound', provided in Ta-
ble 3.2 Instruction Set-2, which can run in parallel with Keccak's SHA/SHAKE
and all the other instructions provided in Instruction-Set 1.

"CMOV, “Verify', and "COPY" also have the ability to run in parallel with
instructions in Set-1.

Instruction "Binomial Sampler' is provided in Set-1. Thus, while one
polynomial is being generated, the previously generated polynomial can be
transformed to the NTT domain in parallel.

Instruction "BS2POLVEC' converts byte-stream to vector form as required
by the NTT module for one polynomial at a time. and can be run in
parallel with Set-2 instructions.

Architectures for the Dilithium-speci ¢ modules are as follows.

Module “Pack-Unpack (Dilithium)', in Table 3.2 Instruction-Set 1, allow
unpacking/packing of polynomials while performing polynomial arithmetic
on already/to-be unpacked/packed polynomials, in parallel.

Module “SamplelnBall' requires the memory to be refreshed with zeroes. For
this "Refresh Memory' instruction is provided in Set-1. Once the memory
is refreshed, the SamplelnBall instruction provided in Set-2 can be used.

Instruction "Encode_H' provided in Set-2 is used to pack the polynomials,
which are then fed to SHAKE-256 for hashing.

Instructions "Decompose’ and "Power2Round’, in Set-1 and Set-2, are imple-
mented as per the speci cation, consuming 128 clock cycles for processing
one polynomial.

"MakeHint' and "UseHint' modules require the Decompose function. Since
this is an instruction-set processor, we utilize the existing Decompose
module instead of creating duplicate implementations. We then add equality
checkers to the MakeHint and UseHint modules to return the desired output.

Instruction "Counter_ref' is provided in Set-2, to ensure that the MakeHint
counter for the hamming weight becomes zero if the loop exit conditions
are not satis ed.

Dilithium uses the same seed with di erent nonce values for generating
polynomials. Naively, in hardware, we can make copies of seeds with
di erent nonce values to generate di erent polynomials. However, this
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Figure 3.9: Operation scheduling of LightSaber PKE encryption

approach is ine cient and requires additional memory. We provide a “Write
instruction' in Set-1, which can be used to store a nonce of the user's choice
after the seed. Thus, not only does it save memory but also allows the user
exibility to generate polynomials in any order.

Instruction “Verify (Dilithium)' in Set-1 is used to verify the conditions for
a valid signature during the signing procedure. If the veri cation conditions
are not met, it returns the instruction pointer to the instruction that marks
the start of the for loop.

3.2.6 Parallel processing of instructions

We observe that both Dilithium and Saber protocols have data-independent
instructions. Therefore, it is possible to speed up the two protocols by executing
data-independent instructions in parallel (when possible). Such parallel process-
ing of low-level operations has been explored in the works [Dan+20; Gaj20]. They
design block-pipelined architectures (which di er from instruction-set architec-
tures) and place the building blocks in such a way that several data-independent
computation steps are overlapped (i.e., executed in parallel) using the dedicated
blocks in the correct order. While an instruction-set-based cryptoprocessor
0 ers signi cant exibility over a block-pipelined architecture, overlapping data-
independent “instructions' becomes a relatively challenging task. Implementing
the parallel processing of instructions requires a complicated synchronization
and control mechanism (e.g., scheduling of instructions, detecting completions of
concurrent instructions, initiating new instructions, managing the data memory,
etc). In this work, we apply overlapping of data-independent computations in the
context of an instruction-set architecture and execute data-independent Keccak-
based and polynomial arithmetic-based operations in parallel. This strategy
reduces the overall cycle count at the cost of a negligible area overhead.

When the instructions are run in parallel, they need to read/write data from
memory simultaneously. Since a BRAM can only o er us one set of read/write
ports, we needed to devise an e cient solution. To support the parallel execution
of Keccak and polynomial arithmetic, we split the memory unit into four BRAM
sets. While the NTT unit occupies read and write ports of any two BRAM
sets, the Keccak unit works with the remaining two sets. This is discussed
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Table 3.2: Instructions where an instruction from the rst column can be run in
parallel with an instruction from the second column.

Instruction Set-1 Instruction Set-2
Reset Keccak NTT
SHA-256/512 INTT

2 SHAKE-128/256 Coe cient-wise multiply

9 SHAKE intermediate reset Coe cient-wise add
SHAKE resume Coe cient-wise subtract

5 SHAKE-128 (writing 26 bits) AddRound/AddPack

2 BS2POLVEC Unpack (Saber)

¥ Binomial Sampler Verify/CMOV/COPY
SHAKE-128 rej. [0;q 1] SamplelnBall
SHAKE-256 rej. [- , ] Encode_H

§ SHAKE-256 rej. [-( -1), -1] | Power2Round

£ Pack-Unpack (Dilithium) MakeHint

@ Decompose/Verify (Dilithium) UseHint
Write Inst./Refresh Memory Counter_ref

in detail later in Section 3.2.7. We also add a program controller unit that
loads all instructions into an instruction RAM and then sends them one by one
to the compute core for processing in parallel or sequence, as speci ed in the
instructions. The two types of instructions are stored together, along with four
control bits, in the Instruction RAM. Figure 3.9 shows the instruction ow for
LightSaber.PKE.Enc(). We can see the instructions in Set-1 working in parallel
with instructions in Set-2 given in Table 3.2. We achieve a reduction of 10%,
13%, and 15% in cycle count during decapsulation for LightSaber, Saber, and
FireSaber, respectively. For Dilithium signature generation, we reduce the cycle
count by 20%, 25%, and 28% for Dilithium 2, 3, and 5, respectively.

3.2.7 Organization of data memory

We need to ensure that our cryptoprocessor has su cient memory to support
all the variants of both Dilithium and Saber. For this, we consider the highest
security variants as they require matrices and vectors of the highest dimensions.
The signature generation function in Dilithium and the decapsulation function
in Saber are the most time-consuming functions and also require the highest
amount of data storage. For the Dilithium variant with the NIST security level
5, the public matrix consists of 56 polynomials. During the signing operation, we
need to precompute and store the secret key, which consists of 23 polynomials
in the NTT domain. FireSaber has much smaller requirements as its public
matrix and secret vector comprise only 16 and 4 polynomials, respectively. Thus,
Dilithium-5 determines the overall memory requirement of the cryptoprocessor.
Storing the entire public matrix in the memory makes the signing operation
faster, as it is used in a loop several times. If we pre-compute and store all the
polynomials, we require storage for 79 polynomials before the signing loop starts,
along with seeds and hash values. Also, we need to store intermediate results
during the signing operation, which further increases the memory requirement.
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In this Chapter, we use the ability of our cryptoprocessor to process data-
independent instructions in parallel. Instead of generating and storing the public
matrix all at once, we generate it on the y in parallel with the polynomial
multiplication operation, thus reducing the memory requirement by more than
half without compromising performance.

As we discussed in the previous section, our data memory length is 64 bits, and
therefore, we store 2 coe cients per word of data memory. With all the constraints
in consideration and exibility requirements in place, the implementation of Saber
requires only four BRAM36K units while Dilithium requires 20 BRAM36K. The
proposed cryptoprocessor uses parallel memory organization to ensure e cient
load and storage of polynomials. This is especially important for the parallel
execution of NTT and Keccak operations. To that end, the memory was split
across four major blocks, with each of them having ve BRAM36K elements,
which enables the parallel execution of NTT and Keccak. The constants for
NTT and inverse NTT are kept in a ROM, which is also interpreted using one
BRAM in our implementation. Additionally, the program controller, which is
used to load all instructions simultaneously and then handle all data-independent
executions in parallel, requires three BRAM36K.

3.3 The KaLi Uni ed Hardware Architecture

The primary goal is to unify the digital signature scheme and the key-encapsulation
scheme. While doing this, it is important to ensure that the design is compact
and exible. Uni cation has a very straightforward three-step approach. First,
we must identify the most area and time-consuming building blocks, theGiants
This is because unifying the low area and time-consuming building blocks (the
Dwarve$ will not signi cantly reduce area consumption, but instead limit the
design's exibility. The next step is to nd the algorithmic synergies between
the Giantsof the two schemes. The nal step is to discern if some of thdDwarves
which are dependent on theGiantscan be uni ed with Giantsto reduce both area
and time consumption.

A high-level view of the proposed architectureKali is given in Figure 3.10.
The Keccak-based SHA-SHAKE unit and polynomial arithmetic unit are the two
Giantsin both schemes. The remaining building blocks are deemed d3warves
since they comprise only 20% of the total area consumption. Unifying the Keccak-
based SHA-SHAKE unit is relatively straightforward, as we can utilize a common
Keccak core for both schemes. Therefore, in this section, we will discuss how
we e ciently uni ed the polynomial arithmetic unit. We will also discuss how
we e ciently manage the memory for the two schemes. Another facet of the
work, optimization for ASIC platforms, is also presented. We utilized multiple
clock domains and boosted the memory bandwidth budget on ASIC platforms to
reduce area consumption.
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Figure 3.10: High-level architecture of KalLi

3.3.1 The colossal Giant: Polynomial Arithmetic Unit

The Polynomial Arithmetic Unit performs polynomial addition, subtraction, and
multiplication. Polynomial addition and subtraction are simple coe cient-wise
operations; hence, they are inexpensive. Polynomial multiplication is rather
complex, and it is what makes the polynomial arithmetic unit a Giant Both
schemes perform this using NTT. Although the two schemes use NTT-based
polynomial multiplication units, there are many di erences that make their NTT
units quite distinct.

A clash of the Giants: The di erences between the NTTs

The rst distinction between the NTTs used by the two schemes lies in the
algorithm itself. The NTT-based polynomial multiplication method used in
Dilithium requires the existence of 2n-th root of unity that mandates q 1
(mod 2n). Accordingly, Dilithium uses a complete-NTT. After a complete-NTT
transform of an n-degree polynomial, we getn polynomials of degree 0. In
[LS19], Lyubashevskyet al. propose a new method for NTT-based polynomial
multiplication that requires only g 1 (mod n), without pre-processing and
post-processing operations. This technique is adopted by Kyber, and their 12-bit
prime modulus does not have a&n-th root of unity. Therefore, Kyber has to use
an incomplete-NTT. An incomplete-NTT gives usn=2 polynomials of degree 1.
These polynomials cannot be multiplied coe cient-wise.

For the incomplete-INTT , multiplication operation of two degree-1 polynomi-
als is performed in the ring Z4[x]=(x? ! ") where! is the n-th root of unity and
i depends on the index of coe cients. For the details, readers may follow original
Kyber speci cations [Sch+21] or related prior works in the literature [Yam+21b].
Additionally, they have a di erence in datapath design. Dilithium has a 23-bit
prime modulus, while Kyber has a 12-bit prime modulus. Therefore, while Kyber
requires 12-bit adder/subtracter/multiplier units, Dilithium requires them in 23
bits. Designing a datapath for one of them and using it for the other one would
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